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Abstract—Channel feature detectors are the most popular
approaches for pedestrian detection recently. However, most of
these approaches train the boosted decision trees by selecting a
single feature at each node, which does not effectively exploit the
multi-feature cues and spatial information. To address this issue,
this paper proposes to construct the co-occurrence of multiple
channel features in local image neighbourhoods for pedestrian
detection. In our approach, a binary pattern of feature cooccurrence is represented by combining the binary variables
quantized from each channel feature, and the spatial information
is incorporated by selecting the neighbours to jointly represent
the feature co-occurrence in a local image block. However,
feature co-occurrence selection leads to many possible feature
combinations, which significantly increase the computational cost
at the training stage. Therefore, in order to reduce the number
of candidate features and obtain the most discriminative features
effectively, a partial least squares (PLS) based feature selection
approach called variable importance on projection (VIP) is
exploited. Comprehensive experiments are conducted on several
challenging pedestrian data sets, and superior performances are
achieved by the proposed approach in comparison with some
state-of-the-art pedestrian detection approaches.
Index Terms—Local co-occurrence, partial least squares,
pedestrian detection.
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Fig. 1: Comparison of the two approaches for training the
boosted decision trees. Top: the existing channel feature detectors. Bottom: the proposed approach.

I. I NTRODUCTION

P

EDESTRIAN detection has been a long-standing research
topic in object detection and computer vision. It has wide
applications in intelligent transportation systems, such as vehicle safety, video surveillance, and automotive systems. Due
to the introduction of the integral channel features (ChnFtrs)
detector proposed by Dollar et al. [26], pedestrian detection
has undergone significant progress over the past few years.
Until now, a large number of variants of ChnFtrs [26] have
emerged for pedestrian detection. The most top performing
pedestrian detection approaches [2, 5, 28, 29], which only
use histograms of oriented gradients (HOG) and LUV color
features, mainly focus on finding an effective intermediate
layer between the low-level feature maps and the classification
layer [1, 2, 4, 5]. Apart from these approaches, some recent
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works [3, 17, 30] have been proposed to use additional features
(such as context, covariance, LBP, and optical flow) for performance improvement. However, almost all of these approaches
construct boosted decision trees [23] by selecting only one
feature from the candidate feature pool at each node of the
trees. Therefore, it becomes difficult to further improve the
generalization performance at the stages of boosting process
since only one single feature is considered.
In this paper, we focus on improving the performance of
pedestrian detection based on feature co-occurrence. Motivated
by the prior work on constructing feature co-occurrence [13–
16], we propose to incorporate the co-occurrence of multiple
features in local image neighbourhoods to the existing channel
feature detector. To the best of our knowledge, there has been
no published work to study the impact of feature co-occurrence
on the channel feature detector for pedestrian detection.
However, feature co-occurrence selection would introduce
much more possible feature combinations, which can increase
the computational cost exponentially at the training stage.
Therefore, in order to limit the number of candidate features
and find the most discriminative feature co-occurrence, a small
number of features with high scores, which are determined
by a PLS based feature selection approach called variable
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importance on projection (VIP) [18], are selected to generate
the candidate feature pool.
To illustrate how the proposed approach is incorporated to
the existing channel feature detectors for pedestrian detection,
Fig. 1 shows the difference between the existing channel
feature detectors and the proposed approach for training the
boosted decision trees. As we can see, the top row in Fig. 1
shows the existing channel feature detectors for training the
boosted decision trees. Only a single feature from the candidate feature pool is selected at each node of the boosted
decision trees, where the spatial information between the
channel features is not considered. In contrast, the bottom
row in Fig. 1 illustrates how the proposed approach employs
the local feature co-occurrence to train the boosted decision
trees. The proposed approach not only exploits the feature cooccurrence but also makes use of the spatial information from
their local neighbours.
Overall, the main contributions of this paper can be summarized as follows. First, we take into account the feature
co-occurrence, which can provide more discriminative information than a single channel feature for training the channel
feature detector. Second, the spatial information from local
image neighbours incorporated with feature co-occurrence is
considered for further performance improvement. Third, the
VIP scheme of PLS is used to limit the number of candidate
features and find the most discriminative local feature cooccurrences, which can reduce the computational cost introduced by exhaustive search from all candidate features at the
training stage.
The remainder of this paper is organized as follows. A
review of the related work is presented in Section II. Section
III introduces the details of the proposed approach. Section IV
conducts extensive experiments. Finally, Section V concludes
the paper.
II. R ELATED W ORK
The problem of pedestrian detection has received much
attention in intelligent transportation systems. A recent significant breakthrough of pedestrian detection is the integral
channel feature detector (named ChnFtrs in [26], which only
uses HOG and LUV features). Due to its accuracy and efficiency, many variants of ChnFtrs have emerged and achieved
some promising results on the INRIA [24] and Caltech [32]
pedestrian data sets. The most recent work [25] shows that
multiple promising approaches [1, 2, 4, 5] can be unified as
filtered channel feature detectors. In a different line of work,
some extensions of ChnFtrs [3, 30] try to exploit additional
features for performance improvement. Recently, the deep neural network also shows great progress in pedestrian detection.
Some deep models [6–12, 14] that learn high level features for
pedestrian detection also achieve state-of-the-art performance,
but most of them cannot meat the real-time requirement.
On the other hand, the co-occurrence information extracted
from different features has been exploited to improve the performance in various detection and classification tasks[16, 20–
22]. Current co-occurrence approaches can be broadly divided
into two categories: (a) non-spatial co-occurrence approaches
[16, 20], and (b) spatial co-occurrence approaches [21, 22].

Partial least squares (PLS) [34] is an effective classification
and dimensionality reduction technique, which aims to maximize the covariance between the predictors and responses by
constructing a latent matrix. In [19], Schwartz et al. combined
the PLS technique with quadratic discriminant analysis (QDA)
for pedestrian detection in crowded scenes.
III. P ROPOSED A PPROACH
In this section, we describe how to utilize the local cooccurrence of multiple channel features for pedestrian detection. An overview of the proposed approach for pedestrian
detection is introduced in Subsection A. The process of
quantization of each channel feature is described in Subsection
B. How to represent the binary pattern of local feature cooccurrence is introduced in Subsection C. The training process
of boosted decision trees is described in Subsection D. How
to limit the number of candidate features via PLS is presented
in Subsection E.

A. Overview
An overview of the proposed approach for pedestrian detection is given in Fig. 2. As shown in the figure, there
are three major components during the training stage. First,
multiple channel features [5] (including LUV color channels,
gradient magnitude and gradient histograms) are extracted.
Subsequently, all the extracted channel features are used to
train a PLS model, so that a limited number of the most
discriminative features with high scores provided by VIP are
selected to generate the candidate feature pool. The color parts
of human body in the figure indicate different importances
of the features in the detection window. Finally, the most
discriminative features and their corresponding neighbours
are randomly selected to jointly construct the binary patterns
of local feature co-occurrences. During the test stage, the
discriminative features in a detection window are selected
according to the VIP scores of PLS, and then the binary
patterns of local feature co-occurrences in a detection window
are fed into the boosted decision trees for classification.

B. Feature Value Quantization
The channel feature detectors have shown great potential
in pedestrian detection. When training the classifier in these
approaches, each node in the boosted decision trees is assigned
with a single feature. However, a single feature has its limit for
further performance improvement. In this paper, we replace a
single feature with local feature co-occurrence at each node
of the trees. The split at each node is based on the statistics
of local feature co-occurrence. The statistics are represented
by using the joint probability of binary pattern of local feature
co-occurrence.
To calculate the joint probability, we first quantize each
feature value to a binary variable with an optimal threshold,
which can be determined when the training error is minimized
(i.e., minimum number of samples is misclassified).
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Fig. 2: Overview of the proposed approach for pedestrian detection. Top: the training stage. Color parts of human body in the
visualization of PLS model indicate the different importances of the features in a detection window, where a limited number of
the most discriminative features with high VIP scores (red parts) are selected to generate the candidate feature pool. Bottom:
the test stage.

In the existing channel feature detectors, the final strong
classifier for pedestrian detection is the combinations of all
the boosted decision trees:
T
X
H(x) = sign(
αt ht (x)),

(1)

t=1

where sign(·) indicates a sign function; T is the number of
decision trees; αt is the weight of each decision tree; ht (x)
is a decision tree composed of a stump hj (x) at each nonleaf node j. Each stump produces a binary decision, and is
parametrized with a polarity p ∈ {±1}, a threshold τ ∈ R,
and a feature index k ∈ {1, 2, ..., K}:
hj (x) = pj sign(x[kj ] − τj ),

(2)

where x[kj ] indicates the k-th selected channel feature in the
entire training process for the non-leaf node j. The value of
τj is determined to minimize the training error.
The performance improvement of the channel feature detectors becomes difficult by using a single feature at each node of
decision trees. Therefore, in our approach, the stump at each
non-leaf node is not determined by a single channel feature
but by the joint probability of multiple channel features. To
obtain the joint probability, the value of each channel feature
sij (x) at each non-leaf node j is quantized with the threshold
τji :
(
1 if λ · x[kji ] > λ · τji
si (x) =
(3)
0 otherwise ,
where λ is a parity indicating the direction of the inequality sign. The binary value of each channel feature is then
combined to construct the binary pattern of local feature cooccurrence (we will describe in detail in Subsection B). i
indicates the i-th value of the binary pattern. x[kji ] indicates
the i-th feature of the feature combination x[kj ].

It is worthy pointing out that the value of each channel
feature can be quantized to be multi-level, which can provide
more complex distributions than binary quantization. However,
we find that binary quantization is good enough for performance improvement. Furthermore, the thresholds for multilevel quantization are not consistent with the threshold for
binary quantization, which is determined by using the training
error at each node in boosted decision trees. When we split
the samples at each node according to the joint probabilities
of the multi-level pattern of local feature co-occurrence, the
training of the boosted decision trees fails. Thus, we mainly
focus on binary quantization in this paper.
C. Binary Pattern of Local Feature Co-occurrence
This section describes how the binary pattern of local
feature co-occurrence is represented by combining the binary
variables quantized from each channel feature. As mentioned
above, spatial and non-spatial strategies are the two characteristic ways to construct the feature co-occurrence. The
spatial strategy is considered in our approach since it can
achieve better performance than non-spatial strategy in the
channel feature detector. The effectiveness comparison of the
two strategies for the channel feature detector will be given in
the experimental section.
Fig. 3 gives an example of how the binary pattern of local
feature co-occurrence is constructed, where the local block of
pixels is 3×3 and the number of the combined channel features
is 2 in this case. A channel feature is first randomly selected
from the candidate feature pool. Subsequently, a neighbour of
the channel feature is randomly selected to jointly represent the
local co-occurrence with the feature. Finally, the binary pattern
of local feature co-occurrence is constructed by combining the
binary variables computed from each selected channel feature
in the block. The binary variable of each channel feature
(0 or 1) is determined according to the optimized threshold.

4

0.45

Pj(y=+1|z)

0.4

Input image

Combine the
binarized feature
value of each pixel

(0 0)2 (0 1)2
(1 0)2 (1 1)2

Input image
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The number of binary patterns is determined according to the
number of the combined channel features. In the case of 2
channel features in a local 3×3 block, there are 4 kinds of
binary patterns.
Finally, the binary pattern of the local feature co-occurrence
at each non-leaf node j in the boosted decision trees can be
represented by:

Fig. 4: An example of the joint probabilities of the binary
patterns computed from 2 channel features. The input image
is classified to be positive if the binary pattern is (0, 1)2 or
(1, 1)2 .

Zj (x) = (s1j (x), s2j (x), ..., snj (x))q ,

When the class conditional probabilities are obtained, the
stump hj (x) at each non-leaf node is rewritten as:

(4)

where n is the number of the combined channel features at
each non-leaf node; q indicates the quantization level, which
is set to be 2 in this paper.
In order to evaluate the effectiveness of local feature cooccurrence, we do not use any additional operations on the
channel features except for training the boosted decision trees
with the binary pattern of local feature co-occurrence.
D. Boosted Decision Trees with Local Feature Co-occurrence
Boosting is a simple yet effective tool for classification
and is also one of the most popular classifier for pedestrian
detection. The key idea is to construct the final strong classifier
by combining a set of weak classifiers. The decision tree is
usually used as the weak classifier, where each split at the nonleaf node is a threshold based on a single feature. However,
in this paper, we train the boosted decision trees based on
the joint probabilities of the binary pattern of local feature
co-occurrence.
We use Pj (y = +1|z) and Pj (y = −1|z) to indicate
the class conditional probabilities of observing feature cooccurrence j from a set of positive and negative samples
respectively, where z ∈ {+1, −1} is the class label. They
can be calculated by:
X
Pj (y = +1|z) =
wt (i),
(5)
i:Zj (xi )=z∧yi =+1

Pj (y = −1|z) =

X

wt (i),

hj (x) = pj sign(Pj (y = +1|z) − Pj (y = −1|z)),

(7)

where p ∈ {±1} indicates the polarity. An input image is
classified to be positive when Pj (y = +1|z) is larger than
Pj (y = −1|z). Otherwise, it is classified to be negative.
We give an example to show the joint probabilities of the
binary patterns obtained from multiple channel features in
Fig. 4, where the number of the combined channel features is
2. Two combined features can provide 4 different combinations
of binary variables (i.e., (0, 0)2 , (0, 1)2 , (1, 0)2 , (1, 1)2 ). We
take (1, 1)2 as an example to illustrate how to train the boosted
decision trees with binary patterns in Fig. 4. During the
training stage, we need to pre-accumulate the weights of the
positive and negative samples, whose binary patterns are equal
to (1, 1)2 , as the joint probabilities at each tree node. We split
all the samples at each node according to the probabilities.
When the binary pattern of a sample is equal to (1, 1)2 , where
the probability Pj (y = +1|z) is larger than Pj (y = −1|z),
the sample is splitted to the right child node; otherwise, it
is splitted to the left child node. This training process is
repeated until the sample reaches the leaf node. During the
test stage, we compute the binary pattern of the same selected
local feature co-occurrence as the training stage for each input
sample. If the binary pattern is (1, 1)2 , the input sample is
classified as a positive sample. We give an overview of the
proposed approach for training the boosted decision trees in
Algorithm 1.

(6)

i:Zj (xi )=z∧yi =−1

where xi is the i-th input image; yi and wt (i) are the class
label and the weight of the image, respectively; Zj (xi ) =
z ∧ yi = +1 and Zj (xi ) = z ∧ yi = −1 respectively indicate
the sets of positive and negative samples when Zj (xi ) = z.

E. Local Co-occurrence Selection via PLS
A feature has 8 neighbours in a 3 × 3 pixels block, which
results in 8 different possible feature combinations during the
process of local feature co-occurrence selection. Therefore,
the computational cost of the training process increases sig-
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Algorithm 1: The training process of boosted decision
trees
Input: A set of label training samples (x1 , y1 ) ,...,
(xN , yN ), where xi is the i-th sample image and
yi ∈ {+1, −1} is the class label.
Output: The final strong classifier H(x).
1
1 Initialize the weights of the sample images w1 (i) = N .
2 for t = 1, ..., T do
3
Generate a large pool of candidate features.
4
Select a feature and its neighbour randomly in a 3×3
pixels block.
5
Binarize each selected feature and assign a binary
variable according to Eq.(3).
6
Combine the binary values of local features together
according to Eq.(4).
7
Train a decision tree ht (x) composed of a stump
hj (x) at every non-leaf node with the lowest
training error t .
8
Update the error t with the sample weight wt (i):
X
t =
wt (i).
(8)
i:zi 6=hj (xi )
9

Update the weight αt of each decision tree:

10

1
αt = log
2
11



1 − t
t


.

Update the weights of the sample images:
wt (i)exp(−zi αt ht (x))
wt+1 (i) = PN
.
i=1 wt (i)exp(−zi αt ht (x))

12
13

(9)

(10)

X = TPT + E,

(12)

y = Uq + f ,

(13)

where T and U are N × P matrices containing P extracted
latent vectors; P and q represent an M × P loading matrix
and a P × 1 loading vector, respectively; the N × M matrix
E and the N × 1 vector f represent the residuals.
The nonlinear iterative partial least squares (NIPALS) algorithm developed by Wold [35] is one of the most popular
algorithms for solving PLS. The basic idea of NIPALS is to
find a weight matrix W = (w1 , w2 , ...wP ) by maximizing
the covariance between X and y, which are both projected to
obtain latent vectors. The criterion to find a weight vector w
is formulated as:
w = arg max[cov(t, u)]2 = arg max[cov(Xw, y)]2
w

s.t.

w

(11)

t=1

nificantly when the number of possible feature combinations
is large. In order to reduce the number of candidate features so
that the feature combinations can be decreased, a partial least
squares (PLS) based feature selection approach called variable
importance on projection (VIP) is introduced in this section.
As a result, the most discriminative features with high scores
provided by VIP correspond to the human body. Therefore,
the limited number of candidate features can be determined
according to their VIP scores, so that the exhaustive search
from all candidate features is avoided. Finally, some features
from the candidate feature pool and their neighbours are
randomly selected to jointly represent the binary patterns of
local feature co-occurrences.
To obtain candidate features with high scores, we first build
a PLS model for the complete channel features extracted from
training samples. Let X ∈ RN ×M denotes a feature matrix,
where N and M are the number of samples and the dimension
of the feature vectors, respectively, and y ∈ RN denotes the

(14)

wT w = 1,

where t and u are the column vector of matrices T and U,
respectively; cov(t, u) denotes the sample covariance between
the latent vectors t and u. The details of derivation of the
NIPALS algorithm can be found in [34].
Subsequently, the VIP score for the j-th feature can be
calculated by:
v
u P
P
u X
X
t
2
2
(15)
b2k ,
bk wjk /
VIPj = m
k=1

end
Return the final strong classifier:
T
X
H(x) = sign(
αt ht (x)).

class labels. Each column of X and y are normalized to have
zero-mean and unit variance. PLS decomposes the zero-mean
matrix X and the zero-mean vector y into:

k=1

where m denotes the number of features; p is the number of
latent variables; wjk is the j-th element of the vector wk ;
bk is the regression weight for the k-th latent variable. The
VIP provides a score for each feature, so that the feature
importances can be ranked according to their predictive power
in the PLS model.
The features with high VIP scores are used to generate
candidate features. Afterwards, as mentioned above, the most
discriminative features from the candidate features are randomly selected according to the training errors, and their
neighbours are also randomly determined in a local 3×3 block.
The selected features and their neighbours are used to jointly
construct the binary patterns of local feature co-occurrences.
IV. E XPERIMENTS
In this section, we first present the implementation details of
the proposed approach for pedestrian detection in Subsection
A. In Subsection B, we discuss the parameter settings in our
experiments. In Subsection C, we compare the spatial strategy
with the non-spatial strategy for local feature co-occurrence
selection. In Subsection D, we evaluate the performance of the
proposed approach on several challenging pedestrian data sets
and compare it with some state-of-the-art pedestrian detection
approaches. Finally, the runtime analysis of the proposed
approach is given in Subsection E.
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Fig. 5: The evaluation results with different numbers of binary
variables computed from multiple channel features, where n
is the number of binary variables.

A. Implementation Details
ChnFtrs [26] is an effective and efficient approach for pedestrian detection, which integrates different types of information.
Furthermore, ChnFtrs is a real-time detector when it is coupled
with the boosted decision trees. Therefore, in the following
experiments, we use the open source release of the locally
decorrelated channel features (LDCF) [5] framework, which
is a variants of ChnFtrs, as our baseline. Like in [5], ten
feature channels, including LUV color channels (3 channels),
gradient magnitude (1 channel), and gradient histograms (6
channels), are computed in each detection window of 64×128
pixels. The output channel features are computed by summing
the corresponding patches of the input pixels. Decorrelation
transform is applied as a pre-processing step for the channel
features to obtain LDCF. Finally, the LDCF are applied with
the proposed approach to generate local feature co-occurrence.
We use the training set provided by the INRIA pedestrian
data set [24] for the parameters tuning of the proposed
approach. The data set includes 614 positive images containing
1,237 annotated pedestrians and 1,218 negative images for
training. In our experiments, a validation set, which contains
22,226 positive samples and 10,000 negative samples randomly sampled from the training set, is obtained after several
rounds of training stage. Most of the following experiments are
performed on the INRIA pedestrian data set by using windows
of 64×128 pixels except for the pedestrian detection results
on the Caltech [32] and TUD-Brussels [33] pedestrian data
sets.
Experimental results on the pedestrian data set are evaluated
by using the receiver operating characteristic (ROC) curve,
which plots false positive per image (FPPI) versus miss rate on
the log-scales of x-axis and y-axis. The log-average miss rate,
which is computed by averaging the miss rate at nine FPPI
rates evenly sampled in log-space in the range of [10−2 , 100 ],
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Fig. 6: The evaluation results with different block sizes for the
local feature co-occurrence selection.

is given as a measure for summarizing the overall performance
of different detectors in the figures of this section. All the
detection results are evaluated by using the toolbox [32].
The top 15 performing detectors provided by the toolbox are
compared with the proposed approach, including some typical
channel feature detectors [2, 5, 28, 29].
B. Parameter Settings
As mentioned above, to optimize our detector, we use the
INRIA pedestrian data set for parameter tuning. The proposed
approach contains three parameters: the number of binary
variables computed from multiple channel features, the block
size for the local feature co-occurrence selection, and the
percentage of features used to generate the candidate feature
pool according to the VIP scores of the PLS model. When
we analyze the influence of one of these parameters on the
performance of our detector, all the other parameters are fixed
to their best-fit values.
To evaluate the influence of the different numbers of binary
variables on the local feature co-occurrence selection in the
proposed approach, we test the detector trained with different
numbers of binary variables on the INRIA pedestrian data
set. Fig. 5 shows the ROC curves obtained by the proposed
approach according to different numbers of binary variables.
From Fig. 5, we can see that the best performance with a
11.37% average miss rate is achieved when we use 2 binary
variables of channel features in local image neighbourhoods
to construct the local feature co-occurrence. The performance
of the proposed approach drops when the number of binary
variable is increased. Therefore, in the following experiments,
we fix the number of binary variables to be 2.
The block size in the pedestrian body for the local feature
co-occurrence selection can be different as shown in Fig. 6.
We show the experimental results obtained when we set the
block size to be 3×3, 5×5 and 7×7 on the INRIA pedestrian
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Fig. 7: The evaluation results with different percentages of
features used to generate the candidate feature pool according
to the VIP scores of the PLS model, where p is the percentage
of features.

data set. From Fig. 6, we find that a block size of 3×3 pixels
produces the best results. Thus we choose it as the default
setting of the proposed approach.
The percentage of features in a detection window for
generating the candidate feature pool is also an important issue
of parameter setting, which is determined according to the VIP
scores of the PLS model. After the decorrelation transform,
there are 16×32×4×10 (= 20,480) candidate features in a
detection window. 4 decorrelating filters are applied for each
of the original 10 channels. Therefore, there are 16×32 (= 512)
features in each locally decorrelated channel. We use different
percentages of features (16×32 = 512 in total), which have
high VIP scores in the PLS model, to generate the feature pool.
Fig. 7 shows the ROC curves with different percentages of
features used for generating the feature pool according to the
VIP scores of the PLS model. As shown in Fig. 7, we can see
that when the percentage is very low (say, less then 50% in our
case), the number of features is not sufficient to discriminate
samples. Thus, the proposed approach obtains high miss rates.
When the percentage of the features is more than 50%, it
cannot achieve better performance since some features do
not correspond to the human body. When the percentage of
features is 100%, we construct the local feature co-occurrence
without PLS. Therefore, the detector trained with the local
feature co-occurrence via PLS achieves a better performance
than that trained without applying PLS. When using the top
50% of the features ranked by the VIP score to generate
the candidate feature pool, the number of candidate features
is reduced by half, and subsequently the computational cost
of training process is decreased. Furthermore, the proposed
approach achieves the lowest miss rate (11.37%). Therefore,
the percentage of features in a detection window for generating
the candidate feature pool is fixed to 50%.

As we mentioned previously, current co-occurrence selection approaches can be broadly divided into spatial and nonspatial strategy. The spatial strategy considered in this paper
is named as the local co-occurrence selection approach. In
contrast, the non-spatial strategy is also a popular way for the
extraction of feature co-occurrence. Therefore, we implement
the step of feature co-occurrence selection by using the nonspatial strategy on the INRIA pedestrian data set and compare
the results with those using the spatial strategy (i.e., the
proposed approach). For quantitatively evaluating the detection
performance, we evaluate the detector trained by using spatial
strategy or the non-spatial strategy with different numbers
of binary variables computed from multiple channel features,
respectively. Fig. 8(a) shows the ROC curves obtained by using
the non-spatial strategy. It can be seen that the non-spatial
strategy achieves the lowest average miss rate (13.62%) when
the number of binary variables is set to be 2, which is slightly
lower than that obtained by the original LDCF framework
(13.89%). Fig. 8(b) shows the comparison of average miss
rates obtained by the spatial strategy and the non-spatial
strategy according to different numbers of binary variables. As
we can see, the proposed approach using the spatial strategy
clearly achieves a lower average miss rate than that using the
non-spatial strategy.
D. Pedestrian Detection
For quantitatively evaluating the detection performance, the
proposed approach is tested on the INRIA [24], Caltech [32]
and TUD-Brussels [33] pedestrian data sets, which are the
widely used data sets. To ensure a fair comparison with other
state-of-the-art approaches, the ROC curves on the log-scales
are used to compare all the obtained detection results, and the
evaluation tool provided in the Caltech benchmark [32] is used
to plot the curves.
For evaluation on the INRIA data set, we first extract
channel features from the set of 22,266 positive samples
and 5,000 negative samples randomly sampled from 1,218
background training images. After decorrelation transform, the
features are applied with the local co-occurrence selection
and then used to train an initial detector in the proposed
approach. To search for hard examples in the negative samples,
we iteratively classify the negative samples and retrain a new
detector with the false positive samples (i.e., hard examples).
After several rounds, 10,000 negative samples are included in
the final detector. The performance of the proposed approach is
evaluated on the test set, which contains 288 positive samples.
The ROC curves plotted in Fig. 9 are used to compare the
proposed approach with several state-of-the-art approaches.
As can be seen, the relative improvement achieved by the
proposed approach is significant, that is: at 10−1 fppi, the miss
rate obtained by the proposed approach is 11.37% compared
to 13.89% obtained by LDCF, which is reduced by 2.5%.
The proposed approach also outperforms InformedHaar[4],
Roerei [2], Franken [29], and SketchTokens [28], all of which
belong to the family of channel feature detectors, and it is
also competitive with the best result SpatialPooling [30]. It is
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Fig. 8: Comparison of detection performance on the INRIA data set obtained by using the spatial strategy and the non-spatial
strategy for local feature co-occurrence selection. (a) The evaluation results obtained by using the non-spatial strategy with
different numbers of binary variables computed from multiple channel features. (b) Comparison of the average miss rates
obtained by using the spatial strategy and the non-spatial strategy when using the same number of binary variables

worth noting that the runtime of the proposed detector is about
50 times faster than that of SpatialPooling. More details about
runtime analysis will be given in Section E.
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Fig. 9: Performance comparison between the proposed approach and the other state-of-the-art approaches on INRIA.
The Caltech data set has become the standard data set for
evaluating pedestrian detectors. It consists of approximately
10 hours video of 640×480 frame resolution and 30-Hz frame
rate. The training data contains six training sets and the test
data contains five sets. The detector trained on the Caltech
data set is evaluated on both the Caltech and TUD-Brussels
data sets. The ROC curves obtained by the proposed approach

and several other state-of-the-art approaches are given for
each data set in Fig. 10. We compare the proposed approach
with some existing best-performing channel feature detectors,
including ACF+SDt [31], InformedHaar [4], ACF-Caltech+
[5], LDCF [5], Katamari [3], FPDW [27], and ACF [1].
Besides, we also compare the proposed approach with some
existing deep models, including JointDeep [12], SDN [10],
and DeepParts [6]. As we can see, the proposed approach
reduces the log-average miss rate over the LDCF approach
by 3.5% and 4.6% for each data set, respectively. Compared
with SpatialPooling, the proposed approach also achieves a
competitive performance.
E. Runtime
The proposed detector are implemented in MATLAB on
a 3.4 GHz 8-Core processor with 16GB RAM. As mentioned
above, compared with LDCF, the only added complexity of the
proposed approach is the local feature co-occurrence scheme.
Because the PLS model is exploited in the proposed approach,
the most discriminative feature co-occurrences can be found
effectively. For the Caltech data set, it takes about 0.17 second
for testing a 640×480 image by using the optimal parameters.
It is worthy pointing out that the previous approach SpatialPooling [30] achieved the high accuracy at the cost of
high computational complexity. The time taken on the Caltech
data set by SpatialPooling is about 0.119 frames per second.
However, the proposed approach obtains competitive results
only through local feature co-occurrence selection, which takes
low computational time. This makes the proposed detector
can reach real-time efficiency. For the Caltech data set, the
proposed detector operates at approximately 5.882 frames per
second, which is about 50 times faster than SpatialPooling.
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Fig. 10: Performance comparison between the proposed approach and the other state-of-the-art approaches on (a) the Caltech
pedestrian data set and (b) the TUD-Brussels pedestrian data set.

V. C ONCLUSION
In this paper, we have presented a simple but effective approach for pedestrian detection. Our motivation is based on the
observation that the co-occurrence of multiple features in local
image neighbourhoods can provide more information than the
occurrence of a single feature for the boosted decision trees.
As demonstrated in the paper, the proposed approach considers
both the co-occurrence and spatial information of channel
features. The binary variables of selected channel features are
combined to construct the binary pattern of local feature cooccurrence, which is then used to train the boosted decision
trees. The proposed approach is very easy to implement and
it requires low computational cost. As we have shown in the
experiment, the proposed approach outperforms the most of
the state-of-the-art pedestrian detection approaches.
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