1

Joint Deep Learning of Facial Expression Synthesis
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Abstract—Recently, deep learning based facial expression
recognition (FER) methods have attracted considerable attention
and they usually require large-scale labelled training data.
Nonetheless, the publicly available facial expression databases
typically contain a small amount of labelled data. In this paper,
to overcome the above issue, we propose a novel joint deep
learning of facial expression synthesis and recognition method for
effective FER. More specifically, the proposed method involves
a two-stage learning procedure. Firstly, a facial expression
synthesis generative adversarial network (FESGAN) is pretrained to generate facial images with different facial expressions.
To increase the diversity of the training images, FESGAN is
elaborately designed to generate images with new identities from
a prior distribution. Secondly, an expression recognition network
is jointly learned with the pre-trained FESGAN in a unified
framework. In particular, the classification loss computed from
the recognition network is used to simultaneously optimize the
performance of both the recognition network and the generator
of FESGAN. Moreover, in order to alleviate the problem of
data bias between the real images and the synthetic images,
we propose an intra-class loss with a novel real data-guided
back-propagation (RDBP) algorithm to reduce the intra-class
variations of images from the same class, which can significantly
improve the final performance. Extensive experimental results on
public facial expression databases demonstrate the superiority of
the proposed method compared with several state-of-the-art FER
methods.
Index Terms—Facial expression recognition, facial expression
synthesis, convolutional neural networks (CNNs), generative adversarial net (GAN).

I. I NTRODUCTION
VER the past few decades, facial expression recognition
(FER) has attracted considerable attention in computer
vision [1], [2], due to its practical importance in a variety
of applications, including sociable robotics, health care and
human-computer interaction [3]. Despite significant progress
has been made [4]–[7], FER remains a great challenge, which
mainly suffers from variations in facial appearance caused by
different poses, changing illumination and partial occlusions.
In recent years, deep learning has achieved outstanding
performance in many computer vision tasks, including image
classification [8], face recognition [9]. The great success of
deep learning is mainly due to the powerful representation
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Fig. 1: Overview of the proposed method. FESGAN and the recognition network are jointly optimized, where the performance of the
recognition network is boosted by the outputs from FESGAN, and
the optimization of FESGAN is guided by the recognition network
for realistic image synthesis.

capability of deep neural networks and the available largescale labelled training data. Until recently, deep learning based
FER methods [10]–[12] have also been developed. However,
the performance of these FER methods under unconstrained
environments is still far from being satisfactory. One reason is
that the publicly available facial expression databases typically
contain a small number of training data. Although rich and
diverse facial images are available on the Internet, manual
labelling of these images is time-consuming and expensive.
As a result, it is not trivial to train a deep neural network
using a limited number of training data.
To alleviate the problem caused by the lack of insufficient
training data, some works attempt to take advantage of auxiliary data to train the neural networks for effective FER.
For example, a deep convolutional neural network (CNN)
architecture [10] trained on the hybrid databases (consisting
of seven different facial expression databases) is proposed to
achieve comparable results on each database. However, due to
the bias between these databases [13], such a training strategy
may lead to the problem of overfitting and thus degrade the
performance on the target database. In [11], [12], a CNN is
firstly pre-trained on a large-scale face recognition database or
other large-scale image databases (such as Imagenet [14] and
VGGFace [15]), and then fine-tuned on the target facial expression database. Nevertheless, designing an appropriate strategy
to perform fine-tuning usually requires considerable efforts,
since the deep networks are pre-trained with high capacity for
large-scale data. Although some tricks (such as simple data
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augmentation and dropout [16]) show the advantage to prevent
the CNN from overfitting, the performance improvements are
limited. Therefore, how to effectively improve the performance
of FER under insufficient training data is still an open problem.
Recently, a new generative model, termed generative adversarial network (GAN) [17], has received great interests
due to its promising performance to generate high-quality
data. GAN usually consists of a generator network and a
discriminator network. Through the adversarial optimization
between these two networks, GAN is able to generate synthetic
samples that simulate the distribution of real samples from
training data. Particularly, GAN has been successfully used
in some face-related tasks, such as posed face synthesis [9]
and facial attributes transfer [18]. These methods are able to
generate photo-realistic facial images having the same identity
as the input facial images. Due to the similarities between the
synthetic images and the real images, these synthetic images
that vary in different conditions (e.g., expressions, poses) can
be used for data augmentation to alleviate the problem of
insufficient training data in deep learning.
However, there are still several unsolved problems when
these synthetic images are directly used to train a deep neural
network. For example, generating high-quality images that
approximate the distribution of real images, usually requires
considerable efforts for GAN, especially when limited training
data are available. In addition, although the synthetic images
generated by GAN are of high-quality (even though they
cannot be distinguished by human eyes), it cannot guarantee
that the performance of deep neural network can be effectively
improved. This is because that the intrinsic data bias between
the synthetic images and the real images may be large for the
recognition network.
In this paper, we propose a novel joint deep learning of facial expression synthesis and recognition method for effective
FER. In the proposed method, the tasks of facial expression
synthesis and recognition are simultaneously performed in a
unified framework to boost the performance of each task. The
proposed method involves a two-stage learning procedure (see
Fig. 1). Firstly, a facial expression synthesis GAN (FESGAN)
is pre-trained to generate synthetic facial images with different
facial expressions. Secondly, a recognition network is jointly
trained with the pre-trained FESGAN in a unified framework.
In summary, the main contributions of this paper are summarized as follows:
• A FESGAN and a recognition network are integrated in a
unified framework to perform facial expression synthesis
and recognition simultaneously. The classification loss
obtained from the recognition network for the synthetic
images is also responsible for the training of generator
in FESGAN. As a result, the synthetic facial images
generated from FESGAN are beneficial to the training
of the recognition network.
• An intra-class loss is introduced to mitigate the problem
of data bias between the real facial images and the
synthetic facial images in the recognition network. In this
manner, we not only largely overcome the problem of
overfitting, but also enhance the intra-class compactness
for obtaining features with high discriminability.

A novel real data-guided back-propagation (RDBP) algorithm is developed to optimize the intra-class loss.
RDBP takes advantage of the features of the real facial
images to supervise the learning of the features of the
synthetic facial images from the same class. Therefore, it
can effectively avoid degrading the recognition capability
for the real facial images due to interference from the
synthetic facial images.
The remaining part of this paper is organized as follows.
Section 2 reviews the related work. Section 3 firstly gives
an overview of the proposed method and then describes
the details of facial expression synthesis GAN (FESGAN)
and the recognition network, respectively. Section 4 presents
the experimental results. Finally, Section 5 gives the final
conclusion.
•

II. R ELATED WORK
In this section, we briefly review some related work on
GAN, facial expression synthesis and facial expression recognition, respectively.
A. Generative Adversarial Network (GAN)
Generative adversarial network (GAN) [17] is a powerful
framework to learn the generative model, where a minimax
two-player game strategy is adopted to optimize a generator
and a discriminator. Through the game, the generator aims
to maximally fool the discriminator, while simultaneously
the discriminator seeks to discriminate the generated samples
from the true ones as much as possible. In this manner, the
performance of both the generator and the discriminator can
be improved.
A variety of GAN-based methods have been proposed
for different computer vision tasks, such as image synthesis
[19], image super-resolution [20], image style transfer [21].
These methods are proposed to improve the original GAN
from different perspectives. One crucial extension of GAN is
conditional GAN (cGAN) [22], where a conditional model is
developed to guide the generation of images by conditioning
the input on the specific category. In InfoGAN [23], a variational regularization term is introduced into the optimization
of GAN, where the mutual information between the latent
variables and the observations of the generator is expected
to be maximized. In CycleGAN [21], a cycle structure is
employed to perform unpaired image-to-image translation, and
a cycle consistency loss is developed to preserve the content
of the original images while only changing the style of the
inputs.
B. Facial Expression Synthesis
Facial expression synthesis has been an active research area
in computer vision and graphics. A large number of facial expression synthesis methods have been developed over the past
few decades [24]. Traditional methods include the 3D modelbased methods [25], the flow-based methods [26] and the
2D expression mapping-based methods [27]–[29]. Recently,
the deep learning-based methods have been proposed. In the
following, we mainly review the deep learning-based methods.

3

Susskind et al. [30] develop a deep belief network (DBN)
method, which makes use of the high-level descriptors (including facial action coding system (FACS) labels and identity
labels) to generate facial expression images. Reed et al. [31]
propose a higher-order Boltzman machine to model the distribution over features and the latent factors of variation (such
as pose, expression). However, the resolution of the generated
images is relatively low (48 × 48) and these generated images
tends to be blurry. Yeh et al. [32] train a flow variational
autoencoder, which is able to synthesize facial images by
taking advantage of the flow-based face manipulation. But this
method requires facial images taken under similar lighting
conditions and background as the training data, due to the
use of l2 norm. Li et al. [33] propose a deep identityaware transfer (DIAT) model for facial attribute transfer given
the source input image and the reference attribute. Recently,
Chang et al. [34] propose a deep learning-based method for
face alignment, modeling, and expression estimation (FAME),
which regresses the 3D morphable shape, 3D expression and
viewpoint parameters directly from the images.
With the development of GAN, it has been successfully
applied to the task of facial expression synthesis. For example,
in [18], StarGAN is proposed to address multi-domain imageto-image translation across different databases. To train the
model on the unlabelled database, a mask vector is introduced
to ignore the unlabelled categories so that the model can focus
on exploiting the labelled database. Thus, an unlabelled facial
image can transfer to the image with a given facial expression
label while preserving the information of other domains. In
[35], a geometry-guided GAN (G2-GAN) is proposed to
take advantage of facial geometry information to guide facial
expression synthesis. In G2-GAN, a pair of GANs is employed
to simultaneously perform facial expression removal and synthesis. In [36], a geometry-contrastive GAN (GC-GAN) is
proposed to synthesize facial expression images conditioned
on geometry information at the semantic level. Different from
G2-GAN, which treats the facial landmarks as an additional
image channel concatenated with the input image, GC-GAN
employs a network that is specifically designed to perform
facial geometry embedding by contrastive learning. In [37], an
expression GAN (ExprGAN) for photo-realistic facial expression editing with controllable expression intensity is proposed
for facial expression synthesis. In [38], a new attribute guided
facial image synthesis based on GAN is developed to perform
image-to-image translation.
C. Facial Expression Recognition (FER)
Traditional FER methods usually employ hand-crafted features, such as local binary patterns (LBP) [39], local phase
quantization (LPQ) [40], histograms of oriented gradients
(HOG) [41] and scale invariant feature transform (SIFT) [42].
In [4], Zhong et al. show that only a few face patches play an
important role in FER, and these patches can be grouped into
common patches (which are important for all facial expressions) and specific patches (which are only active to specific
facial expressions). Therefore, a two-stage multi-task sparse
learning is proposed to select these patches for FER. However,

the common patches and specific patches may be overlapped,
since these two groups of patches are independently learned.
As a result, some redundant information may be preserved,
which decreases the discriminability of the final features. To
solve this problem, Liu et al. [5] propose a unified framework,
where the sparse vector machine and multi-task learning are
combined to select the specific features and common features.
Note that these methods consider feature learning and classifier
training as two separate steps, which may lead to suboptimal
performance.
Recently, due to the remarkable success achieved by deep
learning in various computer vision tasks [43]–[45], some
studies begin to exploit deep learning for FER. Liu et al. [6]
employ a boosted deep belief network (DBN) based framework to jointly perform feature learning, feature selection and
classifier construction. In [46], Jung et al. firstly train two
independent deep neural networks to learn temporal appearance features and temporal geometry features, respectively.
Then, these two networks are jointly fine-tuned to boost the
performance of FER. In [47], Zhao et al. propose a peakpiloted deep network, where the inputs of the deep network
are the peak and non-peak facial expression images from the
same class and the same identity. To learn intensity-invariant
facial expression features, the L2-norm loss is used to reduce
the distances of features between the peak facial expression
and the non-peak facial expression.
III. T HE PROPOSED METHOD
A. Overview
In this paper, we propose a novel joint deep learning of facial expression synthesis and recognition method
(called FESR) for effective facial expression recognition. The
overview of the proposed method is given in Fig. 2, which
involves a two-stage learning procedure.
In the first stage, a facial expression synthesis GAN (FESGAN) consisting of a generator G and two discriminators
(i.e., Dimg and Dz ) is pre-trained to generate synthetic facial
images. In this paper, the autoencoder structure (including
an encoder Genc and a decoder Gdec ) [48] is employed as
the generator. The generator of FESGAN is used to learn
the content style of real facial images. Thus, the adversarial
learning between the generator and the discriminators, and the
content learning between the real images and the generated
images are simultaneously performed to enhance the quality
of the generated facial images.
More specifically, the encoder Genc firstly maps the input
facial image x into a latent face representation g(x). Then,
the decoder Gdec takes both the face representation g(x)
and the continuous representation of a given label (which
effectively depicts both the category and intensity of facial
expression) as the inputs to generate the facial image x̂. The
generated facial image x̂ is expected to be photo-realistic,
which not only captures the facial expression information, but
also preserves the identity information of the input image x.
Finally, a discriminator (i.e., Dimg ) is adopted to distinguish
the real images from the synthetic ones while performing
FER. Meanwhile, another discriminator (i.e., Dz ) is used
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Fig. 2: The overview of our proposed method.
to discriminate the latent face representation g(x) and the
random vector z sampled from a prior distribution. Therefore,
FESGAN is able to generate facial images from a prior
distribution (these images are used as the auxiliary training
data for the recognition network R)
In the second stage, a recognition network R is introduced
to be jointly trained with the pre-trained FESGAN in a unified
framework. The recognition network R takes both the real
facial images (x and xp,r ) and the synthetic facial image
(xp,f ) generated by FESGAN as the inputs to perform facial
expression classification. Meanwhile, the classification loss
obtained from the recognition network for the synthetic images
is also used to train the generator of FESGAN. In this manner,
FESGAN can generate facial images that are beneficial to the
training of the recognition network. Furthermore, to mitigate
the influence of data bias between the real images and the
synthetic images, a novel intra-class loss is introduced to
reduce the intra-class variations of both the real and synthetic
images. In particular, a specifically designed real data-guided
back-propagation (RDBP) algorithm is developed. RDBP takes
advantage of the features of the real facial images to supervise
the learning of the features of the synthetic facial images from
the same class. As a result, the recognition network is able
to make full use of facial expression information from both
the real images and the synthetic images, thus significantly
improving the performance of FER.
In the following subsections, we will respectively introduce
FESGAN, the recognition network and the training algorithm
of the proposed method in detail.
B. Facial Expression Synthesis GAN (FESGAN)
The architecture of the proposed FESGAN is shown in Fig.
2. In general, FESGAN contains three components: a generator
G and two discriminators (i.e., Dimg and Dz ). The generator
G has two parts: the encoder Genc and the decoder Gdec .
The discriminator Dimg gives two outputs, where one output
adv
Dimg
determines whether the input image is ‘real’ or ‘fake’
(synthetic) by adversarial learning, while the other output
cls
Dimg
predicts the expression category of the input image by

classification. Another discriminator Dz determines whether
the input is the latent face representation or the random vector
sampled from a prior distribution.
Specifically, given an input facial image x with the label
y = (y1 , ..., yK ), where K is the number of facial expressions,
and yi=m = 1, yj6=m = 0 indicates that x belongs to the
mth facial expression. The encoder Genc , which consists of
several convolutional layers and one fully-connected layer, is
used to map the input image x into a latent face representation,
denoted as,
g(x) = Genc (x),
(1)
where g(x) ∈ Rn , and n is the dimension of the face
representation space.
Given another label y 0 (which also depicts the category
information of facial expression and is different from the expression label y), the decoder is expected to synthesize a facial
image that is conditioned on y 0 and the latent representation
g(x). Note that, each facial expression usually appears in
either a subtle form (i.e., non-peak expression) or a strong
form (i.e., peak expression). Therefore, in order to manipulate
the intensity of the facial expression and capture the critical
and subtle expression details, we firstly transform the label y 0
to a continuous representation as follows [37], [49],
u(y 0 ) = v

(2y 0 − 1),

(2)

where v = (v1 , ..., vK ) has the same dimensionality as the
label y 0 and each element of v is subject to a uniform
distribution on [0,1] (i.e., vi ∼ U (0, 1)). Therefore, the
0
output u(y 0 ) = (u(y10 ), ..., u(yK
)) is continuous and u(yi0 ) ∼
0
U (−1, 1). Obviously, u(yi ) effectively encodes the intensity
of the ith facial expression.
Then, the decoder Gdec , which consists of several transposed convolutional layers, takes the concatenation of the face
representation g(x) and the continuous representation u(y 0 ) as
the input to generate the synthetic image x̂, denoted as,
x̂ = Gdec ([g(x), u(y 0 )]).

(3)

where [g(x), u(y 0 )] denotes the concatenation of g(x) and
u(y 0 ). In this way, Gdec is able to synthesize the facial image
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with a given facial expression and controllable expression
intensity.
In the following, we will introduce the objective functions
for the training of FESGAN in detail.
The adversarial loss. To generate the photo-realistic synthetic image x̂, adversarial learning is adopted between the
generator G and the discriminator Dimg , which can be used
to classify the ‘real’ and ‘fake’ (synthetic) images. Inspired by
Wasserstein GAN [50], the adversarial losses for G and Dimg
are respectively formulated as,
adv
0
Limg
advg = −Ex,y [Dimg (x̂)],

(4)

adv
adv
0
Limg
advd = −Ex [Dimg (x)] + Ex,y [Dimg (x̂)],

(5)

adv
adv
where Dimg
(x) and Dimg
(x̂) represent the outputs of Dimg
(composed of several convolutional layers) for the real facial
image x and the synthetic facial image x̂, respectively. The
adversarial learning between G and Dimg is beneficial to
generate photo-realistic facial images.
In order to increase the diversity of the generated facial images, we impose a prior distribution (the uniform distribution
is used in this paper) on the latent face representation g(x)
by taking advantage of another discriminator Dz (composed
of several fully-connected layers). The adversarial losses for
Genc and Dz are respectively defined as,

Lzadvg = −Ex [log(Dz (g(x))],
Lzadvd

= −Ez [log Dz (z)] − Ex [log(1 − Dz (g(x)))],

(6)
(7)

where z = (z1 , ..., zn ) is a random vector sampled from the
prior distribution (i.e., zi ∼ U (−1, 1)).
The above adversarial losses force the face representation to
populate the latent space evenly with no apparent ‘holes’ (see
[48] for more details). Therefore, the decoder Gdec is able to
generate facial images with new identities by using z instead
of g(x), which can effectively approximate the appearance of
the real face and do not deviate from the face manifold. In
other words, the adversarial learning between Gdec and Dz
guarantees smooth transition in the face representation space.
Note that these two discriminators (i.e., Dimg and Dz ) used
in FESGAN empirically employ different forms of adversarial
losses. This is mainly because that the adversarial losses of
Wasserstein GAN are more suitable for dealing with the image
as the input as observed in [50], while those of the original
GAN can better handle the vector as the input.
The classification loss. For facial expression synthesis,
the synthetic image generated by the generator G should
be capable of showing the corresponding facial expression
given the label of expression y 0 . To achieve this, an auxiliary
classifier is added in the discriminator Dimg to perform FER.
Note that, the facial expression of real facial image should
also be correctly recognized by the classifier. Therefore, the
classification loss for the synthetic and real images in the
auxiliary classifier consist of two terms to optimize G and
Dimg , respectively.
On one hand, the classification loss for the synthetic image
x̂, which is used to optimize G, is defined as
cls
Lfcls,D = −Ex,y0 [log Dimg
(y 0 |x̂)].

(8)

cls
where Dimg
(y 0 |x̂) denotes the probability of correct prediction for x̂. The above classification loss facilitates the
generator to enhance its ability of synthesizing visually photorealistic facial expressions.
On the other hand, the classification loss for the real facial
image x, which is used to optimize Dimg , is defined as,
cls
Lrcls,D = −Ex,y [log Dimg
(y|x)],

(9)

cls
where Dimg
(y|x) denotes the probability of correct prediction
for x. Such a loss encourages the discriminator to correctly
recognize the facial expression.
In general, by minimizing Lfcls,D , G tries to generate the
synthetic images that can be correctly classified by Dimg .
Meanwhile, by minimizing Lrcls,D , Dimg also learns to classify the real images as the correct class.
Content learning. The synthetic image generated from the
generator G is supposed to not only fool the discriminator
Dimg , but also it preserves the content of the input image.
To achieve this, we employ two pixel-level losses (i.e., the
reconstruction loss Lrec and the identity preserving loss Lid )
to encourage the generator G to effectively learn the content
from the real facial images.
For the reconstruction loss Lrec , the generator G is required
to be capable of reconstructing the input image x so as to
preserve the content of the input image, which is defined as,

Lrec = Ex,y [kx − xrec k1 ],

(10)

where xrec denotes the reconstructed image, that is,
xrec = Gdec ([g(x), u(y)]).

(11)

To preserve the identity information of the input image,
we also employ the identity preserving loss to keep identity
consistency, which is defined as,
Lid = Ex,y [kFid (xrec ) − Fid (x)k1 ],

(12)

where Fid is a feature extractor for facial identity. In this paper,
we employ the Light CNN-29 [51] for feature extraction,
which is pre-trained on large-scale face databases for face
recognition.
By the content learning, the generator G is able to learn
the content style of the input facial images. Therefore, the
generator can output the facial images having the similar
content style as the input facial images.
In this paper, we take advantage of the adversarial loss and
the discriminator Dz , which can force the face representation
to obey the prior distribution (i.e., the uniform distribution in
this paper). In this manner, the generator is able to generate
facial images with new identities by using the random vector. It
is worth pointing out that the Kullback-Leibler (K-L) loss can
also be used to reduce the gap between the prior distribution
(z) and the latent distribution (g(x)). In fact, the K-L loss
plays the role of a regularizer (which is widely used in
Variational Autoencoder (VAE) [52], which regularizes the
encoder by imposing a prior over the latent distribution).
However, the K-L loss cannot guarantee that the generator
can output photo-realistic facial images by using the random
vector (note that the optimization problem of the K-L loss
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only considers the mean and variance of the latent vector).
Moreover, the results from VAE are usually blurry [53]. In contrast, the discriminator Dz is explicitly trained to distinguish
the random vector sampled from the prior distribution from
the encoded latent representation (g(x)). Therefore, based on
the adversarial loss, the generator is able to synthesize photorealistic facial images.
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C. The Recognition Network
The recognition network is denoted as R, which consists of
a feature extractor Rext (composed of several convolutional
layers and one fully-connected layer) and a classifier Rcls
(composed of one fully-connected layer). In this paper, R takes
a triplet (i.e., {x, xp,r , xp,f }) as the input, where these three
images are from the same class (belonging to the same facial
expression). x represents one real facial image taken from
the training set. xp,r denotes another real facial image from
the same class as x, and xp,f denotes the synthetic image
generated by Gdec , which is defined as,
xp,f = Gdec ([z, u(y)]).

(13)

Based on the triplet input, a novel intra-class loss and a
classification loss are adopted to supervise the training of R.
The intra-class loss. As we discuss in Section I, it cannot
be guaranteed that the performance of the recognition network
can be effectively improved by taking advantage of the synthetic images generated by FESGAN. The intrinsic data bias
between the real images and the generated images may be
large, which can degrade the final performance of FER. To
mitigate this, we introduce an intra-class loss to reduce the
intra-class variations of images from the same class, which is
formulated as,
p,f
Lintra = Lrdist (x, xp,r ) + Lrf
),
dist (x, x

(14)

where Lrdist (x, xp,r ) is the Euclidean distance between the
p,f
features of x and xp,r , and Lrf
) is the Euclidean
dist (x, x
distance between the features of x and xp,f , that is,
Lrdist (x, xp,r ) = kRext (x) − Rext (xp,r )k2 ,

(15)

p,f
Lrf
) = Rext (x) − Rext (xp,f )
dist (x, x

(16)

2

.

Here, Rext (.) denotes the feature extractor.
The intra-class loss depicts the intra-class variations of
images belonging to the same class, which includes two
terms, i.e., Lrdist (x, xp,r ) between two real facial images and
p,f
Lrf
) between a real facial image and a synthetic
dist (x, x
facial image. As shown in Fig. 3, by optimizing the intraclass loss, the intra-class variations of images are minimized,
and thus the problem of data bias between the real images and
the synthetic images is effectively alleviated.
The traditional stochastic gradient descent (SGD) [54]
method can be directly used to optimize the intra-class loss,
which uses all gradients derived from both real and synthetic
images. However, the recognition capability for the real images
may be affected due to the interference of the synthetic images.
Therefore, in this paper, we propose a real data-guided backpropagation (RDBP) algorithm to optimize Rext (.), which

Synthetic
images

Real images

The feature space of synthetic
images
The feature space of real images
The features of an image that lie in
the synthetic/real feature space

AFTER

Fig. 3: Schematic illustration of the intra-class loss. The intra-class
loss effectively reduces the intra-class variations of images from the
same class, thus alleviating the problem of data bias between the real
images and the synthetic ones.

computes the gradients of Lrdist and Lrf
dist in the different
ways, given as follows,
∂Lrdist (x, xp,r ) ∂Lrdist (x, xp,r ) ∂Rext (x)
=
·
∂Wext
∂Rext (x)
∂Wext
(17)
∂Lrdist (x, xp,r ) ∂Rext (xp,r )
·
,
+
∂Rext (xp,r )
∂Wext
p,f
p,f
∂Lrf
) ∂Rext (xp,f )
∂Lrf
)
dist (x, x
dist (x, x
=
·
,
p,f
∂Wext
∂Rext (x )
∂Wext

(18)

where Wext is the network parameters of Rext (.).
The gradients derived from Lrdist (Eq. (17)) are normally
p,f
computed, while the gradients derived from Lrf
)
dist (x, x
(Eq. (18)) only involve Rext (xp,f ) (the gradient

p,f
∂Lrf
)
dist (x,x
·
∂Rext (x)

∂Rext (x)
used in SGD
∂Wext
Rext (xp,f ) is optimized

is removed). Hence, in Eq. (16),
to approach Rext (x) (considered as
a fixed value). In this way, the feature distribution of the
synthetic images is forced to get close to that of the real
images. Therefore, this effectively avoids the degeneration
of the final FER performance due to interference from the
synthetic facial images.
The classification loss. The recognition network R should
be capable of performing robust FER, which is our ultimate
goal. Therefore, except for the intra-class loss defined above,
R is also trained under the supervision of the classification
loss, which is defined as,
Lcls,R = Lrcls,R + Lfcls,R ,

(19)

where Lrcls,R refers to the classification loss computed for
the real image x, and Lfcls,R refers to the classification loss
computed for the synthetic image xp,f , that is,
Lrcls,R = − log Rcls (y|Rext (x)),
Lfcls,R

= − log Rcls (y|Rext (x

p,f

)),

(20)
(21)

where Rcls (y|Rext (x)) and Rcls (y|Rext (xp,f )) refer to the
probability of correct prediction for x and xp,f , respectively.
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TABLE I: Architecture of FESGAN, where Conv(n, m, s) and DeConv(n, m, s) respectively denote the convolutional layer and the
transposed convolutional layer with the number of output feature maps n, kernel size m × m and stride s. FC(n) refers to the fullyconnected layer with the output features of n dimensions. LReLU represents the leaky ReLU [55]. IN represents the instance normalization
[56]. The values of c and K refer to the channels of the input image and the number of classes, respectively.
Genc
Conv(64,4,2), IN, LReLU
Conv(128,4,2), IN, LReLU
Conv(256,4,2), IN, LReLU
Conv(512,4,2), IN, LReLU
Conv(1024,4,2), IN, LReLU
FC(64), Tanh

Gdec
DeConv(512,4,2), IN, ReLU
DeConv(256,4,2), IN, ReLU
DeConv(128,4,2), IN, ReLU
DeConv(64,4,2), IN, ReLU
DeConv(32,4,2), IN, ReLU
DeConv(c,4,2), Tanh

Dimg
Conv(64,4,2), LReLU
Conv(128,4,2), LReLU
Conv(256,4,2), LReLU
Conv(512,4,2), LReLU
adv )
Conv(1,4,2) (Dimg
Conv(1024,4,2), LReLU
adv )
Conv(K,4,1) (Dcls

Algorithm 1 The learning algorithm of the proposed method.

D. The overall learning algorithm
The whole learning algorithm of the proposed method is
composed of a two-stage learning procedure (see Algorithm
1).
In the first stage, FESGAN is pre-trained to be capable of
synthesizing high-quality facial expression images. To achieve
this goal, the three networks of FESGAN (i.e., G, Dimg and
Dz ), are trained with three different objective functions, which
are respectively written as,
z
LG =Limg
advg + λ1 Ladvg + λ2 Lrec + λ3 Lid

+λ4 Lfcls,D ,

(22)

r
LDimg = λ5 Limg
advd + Lcls,D ,

(23)

LDz = Lzadvd ,

(24)

where λ1 , λ2 , λ3 , λ4 are the hyper-parameters for balancing
LG . λ5 is the hyper-parameter for balancing LDimg .
In the second stage, the pre-trained FESGAN and the
recognition network R are jointly trained, where both the real
and synthetic facial images are used for training. To make the
synthetic images generated by FESGAN be beneficial to the
recognition network R, the classification loss Lfcls,R computed
by R for the synthetic images is used to supervise the training
of G in FESGAN. Therefore, the objective function for G is
rewritten as,
z
LG =Limg
advg + λ1 Ladvg + λ2 Lrec + λ3 Lid

+λ4 (Lfcls,D + Lfcls,R )

(25)

and the objective function for optimizing R is written as
LR = λ6 Lintra + Lcls,R ,

Dz
FC(64), LReLU
FC(32), LReLU
FC(16), LReLU
FC(1), Sigmoid

(26)

where λ6 is the hyper-parameter for balancing LR .
In general, four networks (i.e., G, Dimg , Dz and R) are
jointly trained with different objective functions in the second
stage.
E. Discussions
It is worth noting that using the classification loss from the
recognition network may reduce the diversity and recognition
difficulty of the generated facial images, if the tasks of facial
expression synthesis and facial expression recognition are not
properly combined and learned.
In this paper, the proposed method can effectively deal
with the above issue from two aspects. Firstly, FESGAN is

Input: Training data {x, xp,r , y, y 0 }. Initialized parameters WG ,
WDimg , WDz and WR for G, Dimg , Dz and R, respectively. The
number of iterations for pre-training FESGAN Ppre . The maximum
number of iterations Pmax .
Output: The estimated ŴG , ŴDimg , ŴDz and ŴR .
1: t = 0;
2: while t < Pmax do
3:
Compute the face representation g(x) according to Eq. (1);
4:
Randomly sample a vector z from U (−1, 1);
5:
Compute LDz according to Eq. (24);
6:
Update WDz for Dz ;
7:
Obtain the synthetic image x̂ according to Eq. (3);
8:
Compute LDimg according to Eq. (23);
9:
Update WDimg for Dimg ;
10:
Obtain the reconstructed image xrec according to Eq. (11);
11:
if t < Ppre then
12:
Compute LG according to Eq. (22);
13:
else
14:
Obtain the synthetic image xp,f generated from z and y
according to Eq. (13);
15:
Compute LR according to Eq. (26);
16:
Update WR for R;
17:
Compute LG according to Eq. (25);
18:
end if
19:
Update WG for G;
20:
t = t + 1;
21: end while

designed to generate new training samples with new facial
identities. To achieve this, the discriminator Dimg is adopted
to discriminate the latent face representation g(x) and the
random vector z sampled from the prior distribution. As a
result, the trained FESGAN is able to generate new samples
(with new facial identities) using the random vectors. Such a
way significantly increases the diversity of the generated facial
images. Therefore, the training data can be effectively augmented based on the limited training samples. Secondly, we
leverage a two-stage learning procedure for the joint learning
of FSEGAN and the recognition network R. In the first stage,
FESGAN is pre-trained to be capable of synthesizing highquality facial expression images, where the generator considers
the classification loss from Dimg (note that Dimg is employed
in the FESGAN and is independent of the recognition network R). Therefore, the generator is able to generate facial
expression images without the influence of the recognition
network. In the second stage, the pre-trained FESGAN and
R are jointly optimized, where the generator employs the
classification losses from R and Dimg . In other words, the
classification loss obtained from the recognition network is
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only used in the second stage of joint learning, which makes
the generated facial images beneficial for classification. The
second stage plays the role similar to ‘fine-tuning’, which aims
to boost the performance of two tasks. Thus, the generator
will not be greatly affected by the recognition network, since
it needs to balance the losses from R, Dz and Dimg .

TABLE II: Architecture of the recognition network R

IV. E XPERIMENTS

and illumination conditions along with different facial expressions. Following the same experimental settings as [61], we
use the images of 270 subjects with six facial expressions
(i.e., neutral, disgust, surprise, smile, scream and squint) and
five pose variations (including −30◦ , −15◦ , 0◦ , 15◦ and 30◦ ).
For each pose, we have 1531 images. Therefore, we have
1531×5 = 7655 facial images in total. We conduct the subjectindependent five-fold cross validation for this database as in
[61].
TFD database The TFD database [62] is a large facial expression database, which is comprised of images from several
facial expression databases. It contains 4178 images with seven
facial expressions (i.e., anger, disgust, fear, happiness, sadness,
surprise and neutral). The images are divided into 5 individual
folds, each of which contains a training set, a validation set,
and a test set consisting of 70%, 10%, and 20% of the images,
respectively. We train the proposed model using the training
sets and report the average results over five folds on the test
sets as in [63].

In this section, we firstly introduce three popular facial
expression databases in Section IV-A and the implementation
details in Section IV-B. Then, we discuss the effectiveness
of FESGAN for facial expression synthesis in Section IV-C.
We give an ablation study of the proposed method for FER
in Section IV-D. Finally, we compare the performance of the
proposed method with several state-of-the-art FER methods in
Section IV-E and Section IV-F.
A. Databases and Protocols
To show the effectiveness of our proposed method, we
conduct extensive experiments on five popular databases,
including CK+ [57], Oulu-CASIA [58], MMI [59], Multi-PIE
[60] and TFD [62].
CK+ database The CK+ database [57] consists of 593
image sequences with 123 subjects, among which 327 image
sequences containing 118 subjects are labeled with seven facial
expressions (i.e., anger, contempt, disgust, fear, happiness,
sadness and surprise). Each sequence starts with the neutral
facial expression to the apex of a specified facial expression
and only the last frame of the sequence is provided with the
label. In this paper, we employ the popular ten-fold cross
validation protocol as [46], [64] for evaluation.
Oulu-CASIA database The Oulu-CASIA database [58]
consists of 480 image sequences with six facial expressions
(i.e., anger, disgust, fear, happiness, sadness and surprise),
which contains 80 subjects with the age from 23 to 58. Similar
to the CK+ database, all the sequences begin from the neutral
facial expression and end with the peak facial expression.
In our experiments, we adopt the ten-fold cross validation
protocol in the subject-independent way as the CK+ database.
MMI database The MMI database [59] consists of 205
image sequences, which are captured in the frontal view and
labelled with six facial expressions (i.e., anger, disgust, fear,
happiness, sadness and surprise). There are 30 subjects aged
from 19 to 62. Different from CK+ and Oulu-CASIA, each
sequence in the MMI database starts with a neutral facial
expression and ends with a neutral facial expression, where the
peak facial expression appears in the middle of each sequence.
Since the MMI database does not label the frame for the
peak facial expression, we manually select the frame showing
the peak facial expression. This database is very challenging,
where the facial expressions are non-uniformly posed and
some accessories (e.g., glasses, caps) are non-linearly coupled
in many faces. We also conduct the subject-independent tenfold cross validation as CK+ for this database.
Multi-PIE database The Multi-PIE database [60] contains
a large number of facial images captured under various pose

Rext

Rcls

Conv1-Pool3 from Light CNN-29, frozen
Conv(256,3,2), ReLU
Conv(512,3,2), ReLU
FC(2048), ReLU
FC(512), ReLU, Dropout(0.5)
FC(K)

B. Implementation Details
Table I shows the detailed architecture of each network in
FESGAN. The encoder Genc is composed of five convolutional layers and a fully-connected layer to map the input
into a vector (i.e., the face representation). The decoder Gdec
generates the synthetic image with c channels from the input
face representation and a label vector via six transposed
convolutional layers. We use the instance normalization for
both Genc and Gdec . The discriminator Dimg firstly processes
the input using four convolutional layers, and then generates
the outputs using a convolutional layer (corresponding to adversarial learning) and two convolutional layers (corresponding to classification). The discriminator Dz uses four fullyconnected layers to determine whether the input is sampled
from the uniform distribution. The adversarial losses between
img
G and Dimg (i.e., Limg
advd and Ladvg ) are optimized by using
WGAN-GP [65]. Table II shows the detailed architecture of
the recognition network R, where Rext is composed of a part
of the Light CNN-29 [51], two convolutional layers and two
fully-connected layers to extract features, and Rcls is a fullyconnected layer to perform FER. Note that, the weights of the
layers from the Light CNN-29 are frozen all the time during
the training process.
For all the databases, we align each face using the landmarks
detected by Dlib1 , and then crop and resize the face into
the size of 128 × 128. To collect more data, we use the last
three frames of the sequences for the CK+ and Oulu-CASIA
databases (for the MMI database, we manually choose three
1 http://dlib.net
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same facial expression as the input image. This is due to
the fact that FESGAN degenerates to an auto-encoder (AE)
without using the discriminator Dimg .
FG-IP
The results obtained by FG-Dimg cls show that, the genFG-Dimg
erator can still synthesize the facial images with different
FG-Dimg_cls expressions when the auxiliary classifier in Dimg is not used.
However, compared with the input image, some details in
FG-Dz
these synthetic images may be lost. For example, the synthetic
FG
images show blurred textures with the changed color style
for the No. 1 person. The glasses in the synthetic images
ExprGAN
are removed for the No. 2 person. The comparison between
FG-Dimg cls and FG shows that the auxiliary classifier plays
Fig. 4: Results of facial expression synthesis obtained by different
a
critical role in learning the facial expression and facial
variants of the proposed FESGAN on the Oulu-CASIA database.
identity for the generator. This is mainly because that the
auxiliary classifier in Dimg makes the generator disentangle
the
expression information from the other information and
adjacent frames at the apex intensity) for training and use the
learn
the relationship between the expression information and
peak frame for testing. We train the networks using the Adam
the
input
label during synthesizing facial expression images.
algorithm [66] with the learning rate of 0.0001, β1 = 0.5 and
Compared
with the other variants, FG, FG-Dz and Exβ2 = 0.999. The coefficients λ1 , λ2 , λ3 , λ4 , λ5 , and λ6 are
prGAN
show
good
performance of facial expression synthesis.
empirically set to 1, 10, 5, 1, 1 and 0.001, respectively. These
Nevertheless,
from
the results obtained by FG-Dz, the variaparameters are kept fixed for all the experiments. The proposed
2
tions
between
the
synthetic
images of different expressions
method is implemented based on Pytorch and all the models
may
not
be
smooth,
which
affects
the details of the facial
are trained on a single NVIDIA GTX TITAN GPU with the
image.
For
example,
the
synthetic
images
with the surprise
batch size of 16.
expression generated by FG-Dz for both the No. 1 and No. 2
persons show unexpected distortion (the facial textures are
C. Facial Expression Synthesis
damaged for the No. 1 person, while the glasses are removed
In this subsection, we demonstrate the capability of FES- for the No. 2 person). In contrast, the synthetic images
GAN to synthesize facial expression images. The synthetic generated by FG give more smooth transformation than those
results are shown from Figs. 4 to 7. The CK+, Oulu-CASIA, generated by FG-Dz, which demonstrates that the discriminator Dz is beneficial to compact the face representations on the
MMI databases are employed.
1) The effectiveness of different components: Fig. 4 shows facial manifold [48]. Compared with FG, the results obtained
the synthetic results obtained by different variants of the by ExprGAN sometimes cannot effectively preserve identity
proposed FESGAN. Specifically, FG denotes the proposed information and facial details. In addition, as we demonstrate
FESGAN as we describe in Sec III-B. FG-CO denotes the in the following section (see Fig. 7), the discriminator Dz
proposed FESGAN trained without using content learning plays a critical role in generating images with new identities
(i.e., the reconstruction loss Lrec and the identity preserving from a prior distribution.
Fig. 5 shows more synthetic results for different facial
loss Lid are not used). FG-IP denotes the proposed FESGAN
expressions
on three databases. We can observe that FESGAN
trained without using the identity preserving loss Lid . FGis
able
to
effectively
change the categories of facial expression
Dimg denotes the proposed FESGAN trained without using
for
the
input
images
on
these three databases, while sufficiently
the discriminator Dimg . FG-Dimg cls denotes the proposed
preserving
most
of
facial
expression-unrelated contents.
FESGAN trained without using the auxiliary classifier in
We
also
quantitatively
compare
the generation performance
Dimg . FG-Dz denotes the proposed FESGAN trained without
between
our
proposed
FESGAN
and
two state-of-the-art facial
using the discriminator Dz . Besides, we also compare the
expression
synthesis
methods
(including
G2-GAN and Exrecently-proposed ExprGAN [37], which can also effectively
prGAN).
Two
objective
image
quality
metrics
(i.e., the peakgenerate different facial expression images based on GAN.
signal-to-noise
ratio
(PSNR)
and
the
structural
similarity
index
From Fig. 4, we have the following observations. The
measure
(SSIM))
are
employed
for
performance
comparison.
synthetic images generated by FG-CO show the worst image
quality among all the variants, where the appearance informa- Specifically, for each real image in the test set, we firstly
tion of the input images is not effectively learned. The results generate several synthetic images corresponding to different
obtained by FG-IP have much better image quality than those expressions. Then, PSNR (or SSIM) is computed between each
obtained by FG-CO. This is because that the reconstruction synthetic image and the ground-truth image in the test set (both
loss is helpful to preserve the content of the input image. images have the same facial expression and the same facial
However, the identities in these images (obtained by FG-IP) identity). Finally, the average PSNR (or SSIM) is obtained as
are changed, which demonstrates the importance of the identity the final result. Table III shows the comparison results. Note
preserving loss. The generated images by FG-Dimg show the that the PSNR and SSIM obtained by G2-GAN are taken from
[36].
2 http://pytorch.org
From Table III, we can see that FESGAN obtains worse
No. 1

No. 2

FG-CO

Input

Anger

Surprise

Disgust

Fear

Happiness Sadness

Input

Anger

Surprise

Disgust

Fear

Happiness Sadness
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Anger

OuluCASIA

Oulu
CASIA

Surprise

Disgust

Fear

Input

MMI

Happiness

Sadness
Weak

Strong

CK+

Fig. 6: Results of facial expression synthesis with different categories
Input

Anger

Surprise

Disgust

Fear

Happiness Sadness Contempt

Fig. 5: More results of facial expression synthesis. From left to

and intensities of facial expressions on the Oulu-CASIA database.
From left to right, the input image, the synthetic images with five
different intensities from weak to strong. Each row represents an
expression category.

right, the input images, the generated images with different expression
categories.

TABLE III: Quantitative results for facial expression synthesis on
the CK+, Oulu-CASIA and MMI databases. “-” indicates that the
corresponding results are not provided by the method. The best results
are boldfaced.

Databases
CK+

Oulu-CASIA

MMI

Methods
ExprGAN
G2-GAN
FESGAN
ExprGAN
G2-GAN
FESGAN
ExprGAN
G2-GAN
FESGAN

PSNR
19.654
24.420
21.380
19.982
26.588
22.079
21.012
–
24.676

SSIM
0.575
0.767
0.698
0.648
0.914
0.754
0.565
–
0.761

performance than G2-GAN in terms of both PSNR and SSIM.
This is mainly because that the commonly-used skip connections (which are beneficial to generate high-quality facial
images having the similar underlying structure to the input)
between the encoder and the decoder [35], [36] are not adopted
in our method. In this paper, FESGAN is designed to generate
facial images with new identities, so that the diversity of
training data can be effectively enhanced. To achieve this,
the random vector sampled from the uniform distribution is
used as the input of Gdec (the decoder of the generator in
FESGAN). As a result, the skip connections cannot be used
in our method, since they require the images as the input.
Therefore, the details of the generated facial images may not
be preserved as well as those in [35], [36]. Compared with
ExprGAN that is also not used the skip connections, FESGAN
obtains higher PSNR and SSIM. This can be ascribed to the
effectiveness of the network architecture of FESGAN.
2) Expression intensity modelling: Fig. 6 shows the synthetic results for different categories and intensities of facial
expressions on the Oulu-CASIA database, where each row
represents a specified facial expression category with different
intensities. This is done by sliding u(y 0 ) on [−1, 1] to control
the intensity for the target category. As we can see, the changes

between faces in each row are gradual and natural, which
indicates that FESGAN can successfully model the intensity
given the facial expressions.
On one hand, it is also worth pointing out that the synthetic
images on the Oulu-CASIA database are not very satisfactory
(some synthesized expressions, such as anger, fear and sadness, are not very distinguishable) in Fig. 4. Moreover, the
change of expression from strong to weak is not significant
in Fig. 6. This can be ascribed to the fact that the number
of training samples is relatively limited (1,296 images in
total), and the differences between some expressions (such as
anger and sadness) are subtle on the Oulu-CASIA database.
In addition, as we mention before, the commonly-used skip
connections between the encoder and the decoder are not
adopted.
On the other hand, these generated images (with new facial
identities) can be effectively used as the auxiliary training data
that are beneficial to the recognition network R. This is mainly
because the proposed intra-class loss effectively mitigates the
problem of data bias between the real facial images and the
synthetic facial images in the recognition network. Furthermore, the proposed RDBP algorithm is further leveraged to
optimize the intra-class loss, avoiding the interference from
the synthetic facial images. Experimental results (see Sections
IV-D-4) and IV-D-5)) verify the importance of both intra-class
loss and RDBP for improving the performance of expression
recognition.
In a word, although the quality of synthetic images may not
be perfectly satisfactory, these synthetic images can be used to
effectively boost the overall performance by taking advantage
of the proposed intra-class loss and its corresponding optimization algorithm (RDBP).
3) Generating images from a prior distribution: Fig. 7
shows the comparison between the real images and the synthetic images, where the second row and the third row in
each database refer to the results generated by FG and FGDz, respectively. We can observe that through the adoption
of Dz, FESGAN is capable of generating facial images with
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TABLE IV: Verification rates (%) obtained by FG and FG-IP on
the CK+, Oulu-CASIA and MMI databases.

Databases
OuluCASIA

CK+
Oulu-CASIA
MMI
100

MMI

Accuracy (%)

95

Methods
FG-IP
FG
FG-IP
FG
FG-IP
FG

Verification Rate
55.15
93.33
55.62
99.41
60.95
99.41

99.34
98.33
97.48
97.48
96.4996.82
95.63

90

88.13
86.32
85.21
83.7584.17
82.92

85
80

CK+

75

Anger

Surprise

Disgust

Fear

Happiness Sadness Contempt

BASELINE
FESR_OneSt
FESR_SL
FESR_JL-IL
FESR_JL-RDBP
FESR_JL
FESR_Real

83.46

84.81
82.8083.21
81.6681.66
81.50
79.88

CK+

Oulu-CASIA

MMI

Fig. 8: Recognition results obtained by different variants of the
proposed method.

Fig. 7: Comparison between the real facial images and the synthetic images (obtained by FG and FG-Dz, respectively). These
synthetic images are generated from the random vectors sampled from
U (−1, 1). From top to bottom for each database, the real images, the
synthetic images obtained by FG, the synthetic images obtained by
FG-Dz.

new identities from a prior distribution, and these synthetic
images have the similar content style to the real images from
the database. However, these synthetic faces obtained by FGDz show serious distortions.
4) Face verification: The visual comparison between FG
and FG-IP in Fig. 4 shows the superiority of FG, which adopts
the identity preserving loss. In this section, we quantitatively
validate the effectiveness of the identity preserving loss by
performing the task of face verification on the three databases.
More specific, for each database, we construct the facial
image pairs, each of which contains a real image and a
generated image with the same identity or not. Specifically,
for a real image, six (or seven) facial images (corresponding
to different facial expressions) having the same identity as
the real image, and six (or seven) facial images having the
different identities from the real image, are generated by
using FESGAN. In total, 12 (or 14) synthetic images are
generated for each real image. The Light CNN-29 is used
as the extractor of facial identity and the cosine distance is
employed for metric comparison. The final verification rate
is used for comparison. Table IV shows the face verification
results obtained by FG (using the identity preserving loss) and
FG-IP (without using the identity preserving loss). We can see
that the verification rates obtained by FG on all databases are
far higher than those obtained by FG-IP, which shows the
effectiveness of the identity preserving loss.

D. Ablation Study for Facial Expression Recognition
In this subsection, in order to show the effectiveness of
the proposed method, we give an ablation study to evaluate
different variants of the proposed method for FER. The CK+,
Oulu-CASIA, MMI databases are employed.
Specifically, the proposed method, which performs joint
deep learning of facial expression synthesis and recognition,
is denoted as FESR JL. The recognition network R trained
only with the classification loss on the real images is used as
the baseline (denoted as BASELINE). The proposed method,
which performs facial synthesis and facial expression recognition in two separated CNNs, is denoted as FESR SL. The
proposed method, which jointly performs facial expression
synthesis and facial expression recognition based on onestage learning (i.e., the first stage for pre-training FESGAN is
not used), is denoted as FESR OneSt. The proposed method,
which does not use the proposed intra-class loss, is denoted
as FESR JL-IL. Finally, the proposed method, which uses the
standard SGD (instead of the proposed RDBP), is denoted as
FESR JL-RDBP.
In addition, to validate that the synthetic images with new
identities (generated from a prior distribution) can effectively
enhance the performance of R, we further evaluate another
variant of the propose method, where the synthetic images
generating from g(x) instead of z are used as the auxiliary
training data for R (denoted as FESR Real). In particular, we
generate images with all expressions from the input images
during the joint learning of facial expression synthesis and
recognition. These synthetic images are combined with the
original input images as the training data. Note that the
only difference between FESR Real and FESR JL-IL is the
strategy of generating the auxiliary training data.
Fig. 8 shows the performance comparison among all the
variants. We can see that the BASELINE performs worst on
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all the databases. Therefore, using the synthetic images as the
auxiliary training data can effectively improve the final performance. In the following subsections, we will respectively
discuss the effectiveness of the joint learning, the intra-class
loss, the RDBP algorithm and the synthetic images with new
identities.
1) The effectiveness of the joint learning.: As shown in Fig.
8, we can see that all the variants based on the joint learning
achieve better performance than FESR SL, which shows that
the joint learning is beneficial to improve the performance of
FER. Although the synthetic images generated by FESGAN
are visually photo-realistic in FESR SL, they may not be
useful for the final recognition. This is mainly because that
the considerable redundant information implicitly exists in the
generated images, which leads to the data bias between the real
images and the synthetic images. In contrast, during the joint
learning of FESGAN and R in FESR JL, the classification loss
computed by R for the synthetic images is used to not only
optimize R, but also conversely supervise the optimization
of G in FESGAN. Such a way effectively encourages G to
adjust itself to generate facial images that are beneficial to the
training of R. By the joint learning, the redundant information
in the synthetic images is effectively reduced. Therefore, R
can make better use of the valuable information to improve
the performance of FER.
2) The effectiveness of the intra-class loss: The performance obtained by FESR JL is better than that obtained by
FESR JL-IL, which does not consider the intra-class loss. On
one hand, the joint learning of facial expression synthesis
and recognition can be viewed as an effective strategy of
alleviating the mismatch issue between FESGAN and the
recognition network R (i.e., the separate training of CNNs will
degrade the performance as shown in Section IV-D-1). On the
other hand, the intra-class is designed to mitigate the problem
of data bias between the real images and the synthetic images,
which plays an important role in improving the performance
of the recognition network R.
In this paper, the intra-class loss takes three images from
the same class as the input, which involves two real images
and one synthetic image. By reducing the intra-class variations
of these images from the same class, the distributions of the
corresponding features are effectively compacted, and thus the
problem of data bias between the real images and the synthetic
images is significantly alleviated.
To demonstrate the effectiveness of the intra-class loss on
the final features for FER, we visualize the features by tSNE [67]. Fig. 9 shows the feature visualization of the real
images and the synthetic images obtained by FESR JL-IL and
FESR JL, respectively. In Fig. 9(a) and Fig. 9(c), the feature
distributions of the real images and the synthetic images are
separated. However, in Fig. 9(b) and Fig. 9(d), by taking
advantaging of the intra-class loss, these two distributions
become close to each other. This indicates that minimizing
the intra-class loss can significantly mitigate the problem of
data bias between the real images and the synthetic images.
3) The effectiveness of RDBP: The performance obtained
by FESR JL-RDBP (using the standard SGD to minimize
the intra-class loss between the real images and the synthetic

images) is worse than that obtained by FESR JL (using the
real data-guided back-propagation, i.e., RDBP, to minimize
the intra-class loss). This is because that the traditional SGD
method equally treats the features of real images and synthetic
images. Thus, it encourages the features of images to get
close to each other when minimizing the intra-class loss. As a
result, the interference of the synthetic images can decrease the
discriminability of the features of real images. On the contrary,
RDBP regards the features of real images as the ground-truth
to supervise the features of synthetic images (by ignoring the
gradients computed from the real images). In other words,
the feature distribution of synthetic images is enforced to
approach that of real images while avoiding the inverse (i.e.,
the feature distribution of real images is unexpectedly enforced
to get close to that of synthetic images, thus decreasing the
discriminative ability of the features). Therefore, by using
RDBP, the parameters of the recognition network R can be
optimized for better performance.
4) The effectiveness of the synthetic images with new identities: Compared with FESR JL-IL, FESR Real obtains the
similar accuracy rate on the CK+ database. However, on
the more challenging Oulu-CASIA and MMI databases, the
accuracy rates obtained by FESR Real have obvious decrease
(1.75% and 1.3%, respectively), which demonstrates the effectiveness of the synthetic images with new identities. This
is mainly due to the fact that the synthetic images generated
by FESR Real have the same identities as the input images.
In contrast, FESR JL-IL can generate synthetic images with
new identities (not existing in the training set). Therefore, the
auxiliary training set used by FESR JL-IL has more diversity
than that used by FESR Real, which is helpful for improving
the final performance of FER.
5) The effectiveness of two-stage learning procedure: Compared with FESR OneSt (one-stage learning), FESR JL (twostage learning) obtains much higher recognition rates on all
the databases. Therefore, when FESGAN and the recognition
network R are jointly trained from the beginning (i.e., onestage learning), the performance of our method significantly
drops. This is mainly because that the image quality of the
generated images is poor and the recognition network R may
be seriously affected due to the interference of these generated
images. Moreover, the classification loss from R can dominate
the capacity of facial expression modelling of the generator
in FESGAN. As a result, the generator will cater to the
recognition network R and thus the diversity and recognition
difficulty of generated facial images may be reduced. In
contrast, the two-stage learning procedure alleviates the above
problem by firstly pre-training FESGAN to generate facial
images with different facial expressions and then performing
joint learning of FESGAN and R. In this way, R will be fed
with photo-realistic generated images in the second stage, and
thus the generator of FESGAN will not be greatly influenced
by R (it needs to balance the loss from the generator, two
discriminators and the recognition network). As a result, the
generator is able to generate images with high-diversity and
these images are useful for improving the performance of R.
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TABLE V: Recognition rates (%) obtained by the different methods
Anger, Synthetic
Anger, Real
Surprise, Synthetic
Surprise, Real
Disgust, Synthetic
Disgust, Real
Fear, Synthetic
Fear, Real
Happiness, Synthetic
Happiness, Real
Sadness, Synthetic
Sadness, Real
Contempt, Synthetic
Contempt, Real

Anger, Synthetic
Anger, Real
Surprise, Synthetic
Surprise, Real
Disgust, Synthetic
Disgust, Real
Fear, Synthetic
Fear, Real
Happiness, Synthetic
Happiness, Real
Sadness, Synthetic
Sadness, Real
Contempt, Synthetic
Contempt, Real

(a)

(b)
Synthetic
Real

Synthetic
Real

(c)

(d)

on the CK+, Oulu-CASIA and MMI databases. “-” indicates that the
corresponding results are not provided by the method. The best results
are boldfaced.
Methods
LBP-TOP [68]
3D-CNN-DAP [70]
AUDN [71]
STM-ExpLet [69]
IACNN [72]
DTAGN [46]
ExprGAN+R
DeRL [73]
PHRNN-MSCNN [64]
BASELINE
FESR SL
FESR JL-IL
FESR JL

CK+
88.99
92.40
93.70
94.19
95.37
97.25
97.30
98.50
95.63
96.82
97.18
99.34

Accuracy
Oulu-CASIA
68.13
74.59
81.46
83.75
88.00
86.25
82.92
84.17
85.21
88.13

MMI
59.51
63.40
75.85
75.12
71.55
70.24
73.23
81.18
79.88
81.66
82.80
84.81

Fig. 9: Visualization of the features extracted from different models,
which are trained on the CK+ database. (a) Feature visualization of
all expressions on the model trained by FESR JL-IL. (b) Feature
visualization of all expressions on the model trained by FESR JL.
(c) Feature visualization of the anger expression on the model trained
by FESR JL-IL. (d) Feature visualization of the anger expression on
the model trained by FESR JL.

E. Comparisons with the State-of-the-art Methods
In this subsection, we compare the proposed method with
several state-of-the-art methods, including both traditional
methods (LBP-TOP [68] and STM-ExpLet [69]) and the
recently-proposed deep learning-based methods, including 3DCNN-DAP [70], AUDN [71], IACNN [72], DTAGN [46],
PHRNN-MSCNN [64], ExprGAN+R [37] and DeRL [73].
Here, ExprGAN-R denotes the method which directly leverages the publicly released model of ExprGAN to generate
images with all expressions from the input image, and then
uses these generated images as the auxiliary training data to
train the recognition network R. The CK+, Oulu-CASIA, MMI
databases are employed.
Table V shows the recognition performance obtained by all
the competing methods on the three databases. The proposed
method achieves the top performance among all the methods.
This is because the joint learning strategy and the intra-class
loss used in the proposed method. We can see that all the methods achieve good recognition rates on the CK+ database, since
all the face images in CK+ are captured in the frontal view
and have obvious facial expressions variations. However, the
recognition rates on the MMI database are much worse than
those in the other two databases, which demonstrates the significant challenge of MMI. Both FESR SL and ExprGAN+R
perform facial expression synthesis and facial expression
recognition independently. However, FESR SL achieves better
performance than ExprGAN+R, which demonstrates that the
proposed FESGAN can synthesize facial images beneficial for
facial expression recognition.
We can observe that the top 3 methods (i.e., the proposed
FESR JL, PHRNN-MSCNN, and DeRL) on the CK+ and

Oulu-CASIA databases and the top 2 methods (i.e., the proposed FESR JL and PHRNN-MSCNN) on the MMI database
all belong to the deep learning-based methods, which further
demonstrates the powerful ability of deep learning. Specifically, DeRL uses cGAN to generate neutral face images having
the same identity as the input. The intermediate layers of the
generative model encode the expressive information, which
can be used to perform person-independent FER. PHRNNMSCNN utilizes a CNN and a recurrent neural network (RNN)
to respectively extract spatial features (based on still frames
of the facial image sequences) and temporal features (based
on facial landmarks sequences). Furthermore, an expression
verification signal is employed to reduce the within-expression
variations to boost the performance for FER.
Both DeRL and PHRNN-MSCNN achieve the outstanding
performance by elaborately designing the network architecture
or the objective functions for FER. However, in this paper,
we train a recognition network with a simple architecture for
FER, where a pre-trained CNN (i.e., a part of the Light CNN29 trained on the large database for face recognition [51]) is
used to extract the low-level features of the images. In this
manner, the risk of overfitting can be significantly reduced
during the training of the recognition network. In summary,
the experimental results show the superiority of the proposed
method for FER in comparison with other methods.
Note that the network architecture of FESGAN is relatively
simple (see Table I for more detail). Both the generator and
discriminators only consist of very few convolutional layers
and FC layers. Therefore, the training of these networks is
sufficient by using a small amount of training samples. In
fact, recent state-of-the-art methods, such as ExprGAN [37],
G2-GAN [36], have also shown the impressive synthesis performance on small databases (such as CK+, Oulu-CASIA and
MMI). For the recognition network R, we adopt the strategy
of pre-training and fine-tuning. Specifically, the recognition
network is composed of a part of the Light CNN-29 (trained
from the large-scale CASIA-WebFace dataset [74] and MSCeleb-1M dataset [75]), two convolutional layers, two fully-
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TABLE VI: Recognition rates (%) obtained by the different methods

TABLE VII: Recognition rates (%) obtained by the different meth-

on the Multi-PIE database. The best results are boldfaced.

ods on the TFD database. The best results are boldfaced.

Methods
kNN
LDA [76]
LPP [77]
D-GPLVM [78]
GPLRF [79]
GMLDA [80]
GMLPP [80]
MvDA [81]
DS-GPLVM [61]
BASELINE
FESR JL

−30◦
80.88
92.52
92.42
91.65
91.65
90.47
91.86
92.49
93.55
89.75
92.28

−15◦
81.74
94.37
94.56
93.51
93.77
94.18
94.13
94.22
96.96
90.12
94.23

Pose
0◦
68.36
77.21
77.33
78.70
77.59
76.60
78.16
77.51
82.42
83.01
86.94

15◦
75.03
87.07
87.06
85.96
85.66
86.64
87.22
87.10
89.97
88.97
92.29

30◦
74.78
87.47
87.68
86.04
86.01
85.72
87.36
87.89
90.11
88.10
94.71

Average
76.15
87.72
87.81
87.17
86.93
86.72
87.74
87.84
90.60
87.99
92.09

connected layers and a fully-connected layer. The weights of
the layers from the Light CNN-29 are frozen all the time,
while the following layers are fined-tuned during the joint
training process. Based on the elaborately designed network
architecture, we perform joint learning of two related tasks
(i.e., facial expression synthesis and recognition), where the
training data can be effectively augmented to improve the
performance of expression recognition. Moreover, we propose
an intra-class loss to implicitly reduce the intra-class variations
between the real images and the synthetic ones. Therefore, our
proposed method can achieve superior performance by only
using a small amount of training samples.
F. Comparisons on Other Databases
We also evaluate the proposed method on the large-scale
databases, including Multi-PIE and TFD databases. We compare the proposed method with several state-of-the-art methods, including kNN [76], LDA [76], LPP [77], D-GPLVM
[78], GPLRF [79], GMLDA [80], GMLPP [80], MvDA
[81], DS-GPLVM [61], Gabor+PCA [82], Deep mPoT [83],
CDA+CCA [84], disRBM [31], bootstrap-recon [85], VGG
[86] and FN2EN [63]. Tables VI and VII show the recognition
accuracy obtained by all the methods on the Multi-PIE and
TFD databases, respectively. Note that the recognition rates
in Tables VI and VII obtained by the competing methods are
taken from [61] and [63], respectively.
From Tables VI and VII, we can see that our proposed
method outperforms all the other competing methods by about
2% to 15% improvement in terms of recognition rate, which
further validates the effectiveness of the proposed method on
large-scale databases.
V. C ONCLUSION
In this paper, we propose a novel method that integrates
facial expression synthesis and recognition in a unified framework for effective FER. In particular, the classification loss
computed from the recognition network for the synthetic
images is used to supervise the learning of both FESGAN
and the recognition network. In this way, the generator of FESGAN is encouraged to generate synthetic images beneficial to
the recognition network. We elaborately design FESGAN to
generate images with new identities (by replacing the latent

Methods
Gabor+PCA [82]
Deep mPoT [83]
CDA+CCA [84]
disRBM [31]
bootstrap-recon [85]
VGG [86]
FN2EN [63]
BASELINE
FESR JL

Accuracy
80.20
82.40
85.50
85.40
86.80
86.70
88.90
85.45
90.12

face representation with random vectors sampled from a prior
distribution) to increase the diversity of the training data.
An intra-loss with a novel real data-guided back-propagation
(RDBP) algorithm is introduced to mitigate the problem of
data bias between the real images and the synthetic images.
Such a strategy not only significantly reduces the intra-class
variations of the features, but also effectively encourages the
recognition network to make full use of the information in
both real images and synthetic images for FER. Extensive
experiments have been conducted on public facial expression
databases and the experimental results have demonstrated the
superior performance of the proposed method over several
state-of-the-art methods.
ACKNOWLEDGEMENTS
This work was supported by the National Key R&D Program
of China under Grant 2017YFB1302400, by the National Natural
Science Foundation of China under Grants 61571379, U1605252,
61872307, by the Natural Science Foundation of Fujian Province of
China under Grants 2017J01127 and 2018J01576.

R EFERENCES
[1] J. V. Haxby, E. A. Hoffman, and M. I. Gobbini, “The distributed human
neural system for face perception,” Trends Cogn. Sci., vol. 4, no. 6, pp.
223–233, 2000.
[2] C. A. Corneanu, M. O. Simón, J. F. Cohn, and S. E. Guerrero, “Survey
on rgb, 3d, thermal, and multimodal approaches for facial expression
recognition: History, trends, and affect-related applications,” IEEE Trans.
Pattern Anal. Mach. Intell., vol. 38, no. 8, pp. 1548–1568, 2016.
[3] B. Martinez and M. F. Valstar, “Advances, challenges, and opportunities
in automatic facial expression recognition,” in Advances in face detection
and facial image analysis, 2016, pp. 63–100.
[4] L. Zhong, Q. Liu, P. Yang, B. Liu, J. Huang, and D. N. Metaxas,
“Learning active facial patches for expression analysis,” in Proc. IEEE
Conf. Comput. Vis. Pattern Recognit. (CVPR), 2012, pp. 2562–2569.
[5] P. Liu, J. T. Zhou, I. W.-H. Tsang, Z. Meng, S. Han, and Y. Tong,
“Feature disentangling machine-a novel approach of feature selection and
disentangling in facial expression analysis,” in Proc. Eur. Conf. Comput.
Vis. (ECCV), 2014, pp. 151–166.
[6] P. Liu, S. Han, Z. Meng, and Y. Tong, “Facial expression recognition via
a boosted deep belief network,” in Proc. IEEE Conf. Comput. Vis. Pattern
Recognit. (CVPR), 2014, pp. 1805–1812.
[7] S. Xie and H. Hu, “Facial expression recognition using hierarchical
features with deep comprehensive multipatches aggregation convolutional
neural networks,” IEEE Trans. Multimedia, vol. 21, no. 1, pp. 211–220,
2019.
[8] K. He, X. Zhang, S. Ren, and J. Sun, “Deep residual learning for image
recognition,” in Proc. IEEE Conf. Comput. Vis. Pattern Recognit. (CVPR),
2016, pp. 770–778.
[9] L. Tran, X. Yin, and X. Liu, “Disentangled representation learning gan
for pose-invariant face recognition,” in Proc. IEEE Conf. Comput. Vis.
Pattern Recognit. (CVPR), 2017, pp. 1283–1292.

15

[10] A. Mollahosseini, D. Chan, and M. H. Mahoor, “Going deeper in facial
expression recognition using deep neural networks,” in Proc. IEEE Winter
Conf. Appl. Comput. Vis. (WACV), 2016, pp. 1–10.
[11] H.-W. Ng, V. D. Nguyen, V. Vonikakis, and S. Winkler, “Deep learning
for emotion recognition on small datasets using transfer learning,” in Proc.
ACM Int. Conf. Multimodal Interact. (ICMI), 2015, pp. 443–449.
[12] H. Ding, S. K. Zhou, and R. Chellappa, “Facenet2expnet: Regularizing
a deep face recognition net for expression recognition,” in Proc. IEEE
Int. Conf. Autom. Face Gesture Recognit. (FG), 2017, pp. 118–126.
[13] S. Li and W. Deng, “Deep facial expression recognition: A survey,”
arXiv preprint arXiv:1804.08348, 2018.
[14] J. Deng, W. Dong, R. Socher, L.-J. Li, K. Li, and L. Fei-Fei, “Imagenet:
A large-scale hierarchical image database,” in Proc. IEEE Conf. Comput.
Vis. Pattern Recognit. (CVPR), 2009, pp. 248–255.
[15] O. M. Parkhi, A. Vedaldi, and A. Zisserman, “Deep face recognition,”
in Proc. Brit. Mach. Vis. Conf. (BMVC), 2015, pp. 41.1–41.12.
[16] N. Srivastava, G. Hinton, A. Krizhevsky, I. Sutskever, and R. Salakhutdinov, “Dropout: a simple way to prevent neural networks from overfitting,”
J. Mach. Learn. Res., vol. 15, no. 1, pp. 1929–1958, 2014.
[17] I. Goodfellow, J. Pouget-Abadie, M. Mirza, B. Xu, D. Warde-Farley,
S. Ozair, A. Courville, and Y. Bengio, “Generative adversarial nets,” in
Proc. Adv. Neural Inf. Process. Syst. (NIPS), 2014, pp. 2672–2680.
[18] Y. Choi, M. Choi, M. Kim, J.-W. Ha, S. Kim, and J. Choo, “Stargan:
Unified generative adversarial networks for multi-domain image-to-image
translation,” in Proc. IEEE Conf. Comput. Vis. Pattern Recognit. (CVPR),
2018, pp. 8789–8797.
[19] A. Radford, L. Metz, and S. Chintala, “Unsupervised representation
learning with deep convolutional generative adversarial networks,” arXiv
preprint arXiv:1511.06434, 2015.
[20] C. Ledig, L. Theis, F. Huszár, J. Caballero, A. Cunningham, A. Acosta,
A. Aitken, A. Tejani, J. Totz, Z. Wang et al., “Photo-realistic single image
super-resolution using a generative adversarial network,” in Proc. IEEE
Conf. Comput. Vis. Pattern Recognit. (CVPR), 2017, pp. 105–114.
[21] J.-Y. Zhu, T. Park, P. Isola, and A. A. Efros, “Unpaired image-to-image
translation using cycle-consistent adversarial networks,” in Proc. IEEE
Int. Conf. Comput. Vis. (ICCV), 2017, pp. 2242–2251.
[22] M. Mirza and S. Osindero, “Conditional generative adversarial nets,”
arXiv preprint arXiv:1411.1784, 2014.
[23] X. Chen, Y. Duan, R. Houthooft, J. Schulman, I. Sutskever, and
P. Abbeel, “Infogan: Interpretable representation learning by information maximizing generative adversarial nets,” in Proc. Adv. Neural Inf.
Process. Syst. (NIPS), 2016, pp. 2172–2180.
[24] R. L. Testa, C. G. Correa, A. Machado-Lima, and F. Nunes, “Synthesis
of facial expressions in photographs: Characteristics, approaches, and
challenges,” ACM Comput. Surv., vol. 51, no. 6, pp. 124:1–124:35, 2019.
[25] V. Blanz, C. Basso, T. Poggio, and T. Vetter, “Reanimating faces in
images and video,” Comput. Graphics Forum, vol. 22, pp. 641–650, 2003.
[26] F. Yang, J. Wang, E. Shechtman, L. Bourdev, and D. Metaxas, “Expression flow for 3d-aware face component transfer,” ACM Trans. on
Graphics, vol. 30, no. 4, pp. 60:1–60:10, 2011.
[27] Z. Liu, Y. Shan, and Z Zhang, “Expressive expression mapping with
ratio images,” in Proc. Conf. Comput. Graphics Interactive Tech., 2001,
pp. 271–276.
[28] Q. Zhang, Z. Liu, B. Guo, D. Terzopoulos, and H. Y. Shum, “Geometrydriven photorealistic facial expression synthesis,” IEEE Trans. Vis. Comput. Graphics, vol. 12, no. 1, pp. 48–60, 2005.
[29] W. Xie, L. Shen, and J. Jiang. “A novel transient wrinkle detection
algorithm and its application for expression synthesis,” IEEE Trans. on
Multimedia, vol. 19, no. 2, pp. 279–292, 2017.
[30] J. Susskind, G. Hinton, J. Movellan, and A. Anderson, “Generating facial
expressions with deep belief nets,” Affective computing, IntechOpen,
2008.
[31] S. Reed, K. Sohn, Y. Zhang, and H. Lee, “Learning to disentangle factors
of variation with manifold interaction,” in Proc. 24th Int. Conf. Mach.
Learn. (ICML), pp. 1431–1439, 2014.
[32] R. Yeh, Z. Liu, D.B. Goldman, and A. Agarwala, “Semantic
facial expression editing using autoencoded flow,” arXiv preprint
arXiv:1611.09961, 2016.
[33] M. Li, W. Zuo, and D. Zhang. “Deep identity-aware transfer of facial
attributes,” arXiv preprint arXiv:1610.05586, 2016.
[34] F.J Chang, A. T. Tran, T. Hassner, I. Masi, R. Nevatia, and G. Medioni,
“Deep, landmark-free fame: face alignment, modeling, and expression
estimation,” Int. J. Comput. Vis., vol. 127, no.6–7, pp. 930–956, 2019.
[35] L. Song, Z. Lu, R. He, Z. Sun, and T. Tan, “Geometry guided adversarial facial expression synthesis,” in Proc. ACM Int. Conf. Multimedia
(ACMMM), 2018, pp. 627–635.

[36] F. Qiao, N. Yao, Z. Jiao, Z. Li, H. Chen, and H. Wang,
“Geometry-contrastive gan for facial expression transfer,” arXiv preprint
arXiv:1802.01822, 2018.
[37] H. Ding, K. Sricharan, and R. Chellappa, “Exprgan: Facial expression
editing with controllable expression intensity,” in Proc. Conf. AAAI Artif.
Intell., 2018, pp. 6781–6788.
[38] B. Bozorgtabar, M. S. Rad, H. K. Ekenel, and J. P. Thiran, “Using
photorealistic face synthesis and domain adaptation to improve facial
expression analysis,” arXiv preprint arXiv:1905.08090, 2019.
[39] C. Shan, S. Gong, and P. W. McOwan, “Facial expression recognition
based on local binary patterns: A comprehensive study,” Image Vis.
Comput., vol. 27, no. 6, pp. 803–816, 2009.
[40] A. Tawari and M. M. Trivedi, “Face expression recognition by cross
modal data association,” IEEE Trans. Multimedia, vol. 15, no. 7, pp.
1543–1552, 2013.
[41] Y. Hu, Z. Zeng, L. Yin, X. Wei, X. Zhou, and T. S. Huang, “Multiview facial expression recognition,” in Proc. IEEE Int. Conf. Autom. Face
Gesture Recognit. (FG), 2008, pp. 1–6.
[42] T. Zhang, W. Zheng, Z. Cui, Y. Zong, J. Yan, and K. Yan, “A deep neural
network-driven feature learning method for multi-view facial expression
recognition,” IEEE Trans. Multimedia, vol. 18, no. 12, pp. 2528–2536,
2016.
[43] K. Zhang, Z. Zhang, Z. Li, and Y. Qiao, “Joint face detection and
alignment using multitask cascaded convolutional networks,” IEEE Signal
Process. Lett., vol. 23, no. 10, pp. 1499–1503, 2016.
[44] S. Ren, K. He, R. Girshick, and J. Sun, “Faster r-cnn: Towards realtime object detection with region proposal networks,” IEEE Trans. Pattern
Anal. Mach. Intell., vol. 39, no. 6, pp. 1137–1149, 2017.
[45] W. Liu, Y. Wen, Z. Yu, M. Li, B. Raj, and L. Song, “Sphereface:
Deep hypersphere embedding for face recognition,” in Proc. IEEE Conf.
Comput. Vis. Pattern Recognit. (CVPR), 2017, pp. 6738–6746.
[46] H. Jung, S. Lee, J. Yim, S. Park, and J. Kim, “Joint fine-tuning in deep
neural networks for facial expression recognition,” in Proc. IEEE Conf.
Comput. Vis. Pattern Recognit. (CVPR), 2015, pp. 2983–2991.
[47] X. Zhao, X. Liang, L. Liu, T. Li, Y. Han, N. Vasconcelos, and S. Yan,
“Peak-piloted deep network for facial expression recognition,” in Proc.
Eur. Conf. Comput. Vis. (ECCV), 2016, pp. 425–442.
[48] Z. Zhang, Y. Song, and H. Qi, “Age progression/regression by conditional adversarial autoencoder,” in Proc. IEEE Conf. Comput. Vis. Pattern
Recognit. (CVPR), 2017, pp. 4352–4360.
[49] Z. He, W. Zuo, M. Kan, S. Shan, and X. Chen, “Arbitrary facial attribute
editing: Only change what you want,” arXiv preprint arXiv:1711.10678,
2017.
[50] M. Arjovsky, S. Chintala, and L. Bottou, “Wasserstein generative adversarial networks,” in Proc. Int. Conf. Mach. Learn., 2017, pp. 214–223.
[51] X. Wu, R. He, Z. Sun, and T. Tan, “A light CNN for deep face
representation with noisy labels,” IEEE Trans. Inf. Forensics Security,
vol. 13, no. 11, pp. 2884–2896, 2018.
[52] D. P. Kingma and M. Welling. Auto-encoding variational bayes. in
textitProc. Int. Conf. Learn. Represent. (ICLR), 2014, pp. 1–14.
[53] J. Bao, D. Chen, F. Wen,Li. H, and G. Hua, “CVAE-GAN: fine-grained
image generation through training, in Proc. IEEE Int. Conf. Comput. Vis.
(ICCV), 2017, pp. 2745-2754.
[54] Y. LeCun, L. Bottou, Y. Bengio, P. Haffner et al., “Gradient-based
learning applied to document recognition,” Proc. IEEE, vol. 86, no. 11,
pp. 2278–2324, 1998.
[55] A. L. Maas, A. Y. Hannun, and A. Y. Ng, “Rectifier nonlinearities
improve neural network acoustic models,” in Proc. Int. Conf. Mach.
Learn., 2013.
[56] D. Ulyanov, A. Vedaldi, and V. Lempitsky, “Instance normalization: The
missing ingredient for fast stylization,” arXiv preprint arXiv:1607.08022,
2016.
[57] P. Lucey, J. F. Cohn, T. Kanade, J. Saragih, Z. Ambadar, and I. Matthews,
“The extended cohn-kanade dataset (ck+): A complete dataset for action
unit and emotion-specified expression,” in Proc. IEEE Comput. Soc. Conf.
Comput. Vis. Pattern Recognit. (CVPR), 2010, pp. 94–101.
[58] G. Zhao, X. Huang, M. Taini, S. Z. Li, and M. PietikäInen, “Facial
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